Chapter 4

Performance Analysis of Parallel Programs

The most important motivation for using a parallel system is the reduction of
the execution time of computation-intensive application programs. The execution
time of a parallel program depends on many factors, including the architecture of
the execution platform, the compiler and operating system used, the parallel programming environment and the parallel programming model on which the environment is based, as well as properties of the application program such as locality of
memory references or dependencies between the computations to be performed. In
principle, all these factors have to be taken into consideration when developing a
parallel program. However, there may be complex interactions between these factors, and it is therefore difficult to consider them all.
To facilitate the development and analysis of parallel programs, performance
measures are often used which abstract from some of the influencing factors. Such
performance measures can be based not only on theoretical cost models but also on
measured execution times for a specific parallel system.
In this chapter, we consider performance measures for an analysis and comparison of different versions of a parallel program in more detail. We start in Sect. 4.1
with a discussion of different methods for a performance analysis of (sequential
and parallel) execution platforms, which are mainly directed toward a performance
evaluation of the architecture of the execution platform, without considering a specific user-written application program. In Sect. 4.2, we give an overview of popular performance measures for parallel programs, such as speedup or efficiency.
These performance measures mainly aim at a comparison of the execution time of
a parallel program with the execution time of a corresponding sequential program.
Section 4.3 analyzes the running time of global communication operations, such
as broadcast or scatter operations, in the distributed memory model with different interconnection networks. Optimal algorithms and asymptotic running times
are derived. In Sect. 4.4, we show how runtime functions (in closed form) can
be used for a runtime analysis of application programs. This is demonstrated for
parallel computations of a scalar product and of a matrix–vector multiplication.
Section 4.5 contains a short overview of popular theoretical cost models like BSP
and LogP.
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4 Performance Analysis of Parallel Programs

4.1 Performance Evaluation of Computer Systems
The performance of a computer system is one of the most important aspects of
its evaluation. Depending on the point of view, different criteria are important to
evaluate performance. The user of a computer system is interested in small response
times, where the response time of a program is defined as the time between the start
and the termination of the program. On the other hand, a large computing center is
mainly interested in high throughputs, where the throughput is the average number
of work units that can be executed per time unit.

4.1.1 Evaluation of CPU Performance
In the following, we first consider a sequential computer system and use the
response times as performance criteria. The performance of a computer system
becomes larger, if the response times for a given set of application programs become
smaller. The response time of a program A can be split into
• the user CPU time of A, capturing the time that the CPU spends for executing A;
• the system CPU time of A, capturing the time that the CPU spends for the execution of routines of the operating system issued by A;
• the waiting time of A, caused by waiting for the completion of I/O operations
and by the execution of other programs because of time sharing.
So the response time of a program includes the waiting times, but these waiting
times are not included in the CPU time. For Unix systems, the time command can
be used to get information on the fraction of the CPU and waiting times of the overall
response time. In the following, we ignore the waiting times, since these strongly
depend on the load of the computer system. We also neglect the system CPU time,
since this time mainly depends on the implementation of the operating system, and
concentrate on the execution times that are directly caused by instructions of the
application program [137].
The user CPU time depends both on the translation of the statements of the program into equivalent sequences of instructions by the compiler and on the execution
time for the single instructions. The latter time is strongly influenced by the cycle
time of the CPU (also called clock cycle time), which is the reciprocal of the clock
rate. For example, a processor with a clock rate of 2 GHz = 2 · 109 · 1/s has cycle
time of 1/(2 · 109 )s = 0.5 · 10−9 s = 0.5 ns (s denotes seconds and ns denotes
nanoseconds). In the following, the cycle time is denoted as tcycle and the user CPU
time of a program A is denoted as TU CPU (A). This time is given by the product of
tcycle and the total number n cycle (A) of CPU cycles needed for all instructions of A:
TU CPU (A) = n cycle (A) · tcycle .

(4.1)

Different instructions may have different execution times. To get a relation between
the number of cycles and the number of instructions executed for program A, the
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average number of CPU cycles used for instructions of program A is considered.
This number is called CPI (Clock cycles Per Instruction). The CPI value depends
on the program A to be executed, since the specific selection of instructions has
an influence on CPI. Thus, for the same computer system, different programs may
lead to different CPI values. Using CPI, the user CPU time of a program A can be
expressed as
TU CPU (A) = n instr (A) · CPI (A) · tcycle ,

(4.2)

where n instr (A) denotes the total number of instructions executed for A. This number depends on many factors. The architecture of the computer system has a large
influence on n instr (A), since the behavior of the instruction provided by the architecture determines how efficient constructs of the programming language can be
translated into sequences of instructions. Another important influence comes from
the compiler, since the compiler selects the instructions to be used in the machine
program. An efficient compiler can make the selection such that a small number
n instr (A) results.
For a given program, the CPI value strongly depends on the implementation
of the instructions, which depends on the internal organization of the CPU and
the memory system. The CPI value also depends on the compiler, since different
instructions may have different execution times and since the compiler can select
instructions such that a smaller or a larger CPI value results.
We consider a processor which provides n types of instructions, I1 , . . . , In . The
average number of CPU cycles needed for instructions of type Ii is denoted by
CPIi , and n i (A) is the number of instructions of type Ii executed for a program A,
i = 1, . . . , n. Then the total number of CPU cycles used for the execution of A can
be expressed as
n cycle (A) =

n


n i (A) · C P Ii .

(4.3)

i=1

The total number of machine instructions executed for a program A is an exact
measure of the number of CPU cycles and the resulting execution time of A only if
all instructions require the same number of CPU cycles, i.e., have the same values
for CPIi . This is illustrated by the following example, see [137].
Example We consider a processor with three instruction classes I1 , I2 , I3 containing instructions which require 1, 2, or 3 cycles for their execution, respectively. We
assume that there are two different possibilities for the translation of a programming
language construct using different instructions according to the following table:
Instruction classes
Translation

I1

I2

I3

Sum of the
instructions

n cycle

1
2

2
4

1
1

2
1

5
6

10
9
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Translation 2 needs less cycles than translation 1, although translation 2 uses a
larger number of instructions. Thus, translation 1 leads to a CPI value of 10/5 = 2,
whereas translation 2 leads to a CPI value of 9/6 = 1.5.

4.1.2 MIPS and MFLOPS
A performance measure that is sometimes used in practice to evaluate the performance of a computer system is the MIPS rate (Million Instructions Per Second).
Using the notation from the previous subsection for the number of instructions
n instr (A) of a program A and for the user CPU time TU CPU (A) of A, the MIPS rate
of A is defined as
MIPS (A) =

n instr (A)
.
TU CPU (A) · 106

(4.4)

Using Eq. (4.2), this can be transformed into
MIPS (A) =

rcycle
,
CPI (A) · 106

where rcycle = 1/tcycle is the clock rate of the processor. Therefore, faster processors
lead to larger MIPS rates than slower processors. Because the CPI value depends on
the program A to be executed, the resulting MIPS rate also depends on A.
Using MIPS rates as performance measure has some drawbacks. First, the MIPS
rate only considers the number of instructions. But more powerful instructions usually have a longer execution time, but fewer of such powerful instructions are needed
for a program. This favors processors with simple instructions over processors with
more complex instructions. Second, the MIPS rate of a program does not necessarily
correspond to its execution time: Comparing two programs A and B on a processor
X , it can happen that B has a higher MIPS rate than A, but A has a smaller execution
time. This can be illustrated by the following example.
Example Again, we consider a processor X with three instruction classes I1 , I2 , I3
containing instructions which require 1, 2, or 3 cycles for their execution, respectively.
We assume that processor X has a clock rate of 2 GHz and, thus, the cycle time
is 0.5 ns. Using two different compilers for the translation of a program may lead
to two different machine programs A1 and A2 for which we assume the following
numbers of instructions from the different classes:
Program

I1

I2

I3

A1
A2

5 · 109
10 · 109

1 · 109
1 · 109

1 · 109
1 · 109
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For the CPU time of A j , j = 1, 2, we get from Eqs. (4.2) and (4.3)
TU CPU (A j ) =

3


n i (A j ) · CPI i (A j ) · tcycle ,

i=1

where n i (A j ) is the number of instruction executions from the table and C P Ii (A j )
is the number of cycles needed for instructions of class Ii for i = 1, 2, 3. Thus,
machine program A1 leads to an execution time of 5 s, whereas A2 leads to an execution time of 7.5 s. The MIPS rates of A1 and A2 can be computed with Eq. (4.4).
For A1 , in total 7 · 109 instructions are executed, leading to a MIPS rate of 1400
(1/s). For A2 , a MIPS rate of 1600 (1/s) results. This shows that A2 has a higher

MIPS rate than A1 , but A1 has a smaller execution time.
For program with scientific computations, the MFLOPS rate (Million
Floating-point Operations Per Second) is sometimes used. The MFLOPS rate of
a program A is defined by
MFLOPS (A) =

n flp op (A)
[1/s] ,
TU CPU (A) · 106

(4.5)

where n flp op (A) is the number of floating-point operations executed by A. The
MFLOPS rate is not based on the number of instructions executed, as is the case for
the MIPS rate, but on the number of arithmetic operations on floating-point values
performed by the execution of their instructions. Instructions that do not perform
floating-point operations have no effect on the MFLOPS rate. Since the effective
number of operations performed is used, the MFLOPS rate provides a fair comparison of different program versions performing the same operations, and larger
MFLOPS rates correspond to faster execution times.
A drawback of using the MFLOPS rate as performance measure is that there is
no differentiation between different types of floating-point operations performed.
In particular, operations like division and square root that typically take quite long
to perform are counted in the same way as operations like addition and multiplication that can be performed much faster. Thus, programs with simpler floating-point
operations are favored over programs with more complex operations. However, the
MFLOPS rate is well suited to compare program versions that perform the same
floating-point operations.

4.1.3 Performance of Processors with a Memory Hierarchy
According to Eq. (4.1), the user CPU time of a program A can be represented as the
product of the number of CPU cycles n cycles (A) for A and the cycle time tcycle of the
processor. By taking the access time to the memory system into consideration, this
can be refined to
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TU CPU (A) = (n cycles (A) + n mm cycles (A)) · tcycle ,

(4.6)

where n mm cycles (A) is the number of additional machine cycles caused by memory
accesses of A. In particular, this includes those memory accesses that lead to the
loading of a new cache line because of a cache miss, see Sect. 2.7. We first consider
a one-level cache. If we assume that cache hits do not cause additional machine
cycles, they are captured by n cycles (A). Cache misses can be caused by read misses
or write misses:
n mm cycles (A) = n read cycles (A) + n write cycles (A).
The number of cycles needed for read accesses can be expressed as
n read cycles (A) = n read op (A) · rread miss (A) · n miss cycle ,
where n read op (A) is the total number of read operations of A, rread miss (A) is the read
miss rate for A, and n miss cycle is the number of machine cycles needed to load a
cache line into the cache in case of a read miss; this number is also called read
miss penalty. A similar expression can be given for the number of cycles n write cycles
needed for write accesses. The effect of read and write misses can be combined for
simplicity which results in the following expression for the user CPU time:
TU CPU (A) = n instr (A) · (C P I (A) + n rw op (A) · rmiss (A) · n miss cycle ) · tcycle , (4.7)
where n rw op (A) is the total number of read or write operations of A, rmiss (A) is the
(read and write) miss rate of A, and n miss cycles is the number of additional cycles
needed for loading a new cache line. Equation (4.7) is derived from Eqs. (4.2) and
(4.6).
Example We consider a processor for which each instruction takes two cycles to
execute, i.e., it is CPI = 2, see [137]. The processor uses a cache for which the
loading of a cache block takes 100 cycles. We consider a program A for which the
(read and write) miss rate is 2% and in which 33% of the instructions executed are
load and store operations, i.e., it is n rw op (A) = n instr (A)·0.33. According to Eq. (4.7)
it is
TU CPU (A) = n instr (A) · (2 + 0.33 · 0.02 · 100) · tcycle
= n instr (A) · 2.66 · tcycle .
This can be interpreted such that the ideal CPI value of 2 is increased to the real CPI
value of 2.66 if the data cache misses are taken into consideration. This does not
take instruction cache misses into consideration. The equation for TU CPU (A) can
also be used to compute the benefit of using a data cache: Without a data cache,
each memory access would take 100 cycles, leading to a real CPI value of 2 +
100 · 0.33 = 35.
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Doubling the clock rate of the processor without changing the memory system
leads to an increase in the cache loading time to 200 cycles, resulting in a real CPI
value of 2 + 0.33 · 0.02 · 200 = 3.32. Using tcycle for the original cycle time, the
CPU time on the new processor with half of the cycle time yields
T̃U CPU (A) = n instr (A) · 3.32 · tcycle /2.
Thus, the new processor needs 1.66 instead of 2.66 original cycle time units. Therefore, doubling the clock rate of the processor leads to a decrease of the execution
time of the program to 1.66/2.66, which is about 62.4% of the original execution
time, but not 50% as one might expect. This shows that the memory system has
an important influence on program execution time.

The influence of memory access times using a memory hierarchy can be captured
by defining an average memory access time [137]. The average read access time
tread access (A) of a program A can be defined as
tread access (A) = tread hit + rread miss (A) · tread miss ,

(4.8)

where tread hit is the time for a read access to the cache. The additional time needed
for memory access in the presence of cache misses can be captured by multiplying
the cache read miss rate rread miss (A) with the read miss penalty time tread miss needed
for loading a cache line. In Eq. (4.7), tread miss has been calculated from n miss cycle
and tcycle . The time tread hit for a read hit in the cache was assumed to be included in
the time for the execution of an instruction.
It is beneficial if the access time to the cache is adapted to the cycle time of the
processor, since this avoids delays for memory accesses in case of cache hits. To
do this, the first-level (L1) cache must be kept small and simple and an additional
second-level (L2) cache is used, which is large enough such that most memory
accesses go to the L2 cache and not to main memory. For performance analysis,
the modeling of the average read access time is based on the performance values of
the L1 cache. In particular, for Eq. (4.8), we have
(L1)
(L1)
(L1)
tread access (A) = tread
hit + r read miss (A) · tread miss ,
(L1)
where rread
miss (A) is the cache read miss rate of A for the L1 cache, calculated by
dividing the total number of read accesses causing an L1 cache miss by the total
(L1)
number of read accesses. To model the reload time tread
miss of the L1 cache, the
access time and miss rate of the L2 cache can be used. More precisely, we get
(L2)
(L2)
(L2)
L1
tread
miss = tread hit + r read miss (A) · tread miss ,
(L2)
where rread
miss (A) is the read miss rate of A for the L2 cache, calculated by dividing
the total number of read misses of the L2 cache by the total number of read misses
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of the L1 cache. Thus, the global read miss rate of program A can be calculated by
(L1)
(L2)
rread
miss (A) · r read miss (A).

4.1.4 Benchmark Programs
The performance of a computer system may vary significantly, depending on the
program considered. For two programs A and B, the following situation can occur:
Program A has a smaller execution time on a computer system X than on a computer
system Y , whereas program B has a smaller execution time on Y than on X .
For the user, it is important to base the selection of a computer system on a set
of programs that are often executed by the user. These programs may be different
for different users. Ideally, the programs would be weighted by their execution time
and their execution frequency. But often, the programs to be executed on a computer system are not known in advance. Therefore, benchmark programs have
been developed which allow a standardized performance evaluation of computer
systems based on specific characteristics that can be measured on a given computer
system. Different benchmark programs have been proposed and used, including the
following approaches, listed in increasing order of their usefulness:
• Synthetic benchmarks, which are typically small artificial programs containing
a mixture of statements which are selected such that they are representative for
a large class of real applications. Synthetic benchmarks usually do not execute
meaningful operations on a large set of data. This bears the risk that some program parts may be removed by an optimizing compiler. Examples for synthetic
benchmarks are Whetstone [36, 39], which has originally been formulated in Fortran to measure floating-point performance, and Dhrystone [174] to measure integer performance in C. The performance measured by Whetstone or Dhrystone is
measured in specific units as KWhetstone/s or KDhrystone/s. The largest
drawback of synthetic benchmarks is that they are not able to match the profile and behavior of large application programs with their complex interactions
between computations of the processor and accesses to the memory system. Such
interactions have a large influence on the resulting performance, yet they cannot
be captured by synthetic benchmarks. Another drawback is that a compiler or
system can be tuned toward simple benchmark programs to let the computer
system appear faster than it is for real applications.
• Kernel benchmarks with small but relevant parts of real applications which typically capture a large portion of the execution time of real applications. Compared
to real programs, kernels have the advantage that they are much shorter and easier
to analyze. Examples for kernel collections are the Livermore Loops (Livermore
Fortran Kernels, LFK) [121, 50], consisting of 24 loops extracted from scientific
simulations, and Linpack [41] capturing a piece of a Fortran library with linear algebra computations. Both kernels compute the performance in MFLOPS.
The drawback of kernels is that the performance values they produce are often
too large for applications that come from other areas than scientific computing.
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A variant of kernels is a collection of toy programs, which are small, but complete
programs performing useful computations. Examples are quicksort for sorting or
the sieve of Erathostenes for prime test.
• Real application benchmarks comprise several entire programs which reflect
a workload of a standard user. Such collections are often called benchmark
suites. They have the advantage that all aspects of the selected programs are
captured. The performance results produced are meaningful for users for which
the benchmark suite is representative for typical workloads. Examples for benchmark suites are the SPEC benchmarks, described in the following, for desktop computers, and the EEMBC benchmarks (EDV Embedded Microprocessor Benchmark Consortium) for embedded systems, see www.eembc.org for
more information.
The most popular benchmark suite is the SPEC benchmark suite (System Performance Evaluation Cooperation), see www.spec.org for detailed information.
The cooperation was founded in 1988 with the goal to define a standardized performance evaluation method for computer systems and to facilitate a performance
comparison. Until now, SPEC has published five generations of benchmark suites
for desktop computers: SPEC89, SPEC92, SPEC95, SPEC00, and SPEC06. There
are other benchmark suites for file servers (SPECSFC), web servers (SPECWeb), or
parallel systems like SPECOpenMP.
SPEC06 is the current version for desktop computers. It consists of 12 integer
programs (9 written in C, 3 in C++) and 17 floating-point programs (6 written in
Fortran, 3 in C, 4 in C++, and 4 in mixed C and Fortran). The integer programs
include, for example, a compression program (bzip2), a C compiler (gcc), a video
compression program, a chess game, and an XML parser. The floating-point programs include, for example, several simulation programs from physics, a speech
recognition program, a ray-tracing program (povray), as well as programs from
numerical analysis and a linear programming algorithm (soplex).
The SPEC integer and floating-point programs are used to compute two performance measures SPECint2006 and SPECfp2006, respectively, to express the
average integer and floating-point performance of a specific computer system. The
performance measures are given as the relative performance with respect to a fixed
reference computer, specified by the SPEC suite. For SPEC06, the reference computer is a Sun Ultra Enterprise 2 with a 296 MHz UltraSparc II processor. This reference computer gets a SPECint2006 and SPECfp2006 score of 1.0. Larger values
of the performance measures correspond to a higher performance of the computer
system tested. The SPECint2006 and SPECfp2006 values are determined separately
by using the SPEC integer and floating-point programs, respectively. To perform the
benchmark evaluation and to compute the performance measures SPECint2006 or
SPECfp2006, the following three steps are executed:
(1) Each of the programs is executed three times on the computer system U to be
tested. For each of the programs Ai an average execution time TU (Ai ) in seconds is determined by taking the median of the three execution times measured,
i.e., the middle value.
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(2) For each program, the execution time TU (Ai ) determined in step (1) is normalized with respect to the reference computer R by dividing the execution
time TR (Ai ) on R by the execution time TU (Ai ) on U . This yields an execution
factor FU (Ai ) = TR (Ai )/TU (Ai ) for each of the programs Ai which expresses
how much faster machine U is compared to R for program Ai .
(3) SPECint2006 is computed as the geometric mean of the execution factors of the
12 SPEC integer programs, i.e., a global factor G Uint is computed by

G Uint


 12

12
= 
FU (Ai ).
i=1

G Uint is the SPECint2006 score, expressing how much faster U is compared
to R. SPECfp2006 is defined similarly, using the geometric mean of the 17
floating-point programs.
An alternative to the geometric means would be the arithmetic means to compute
12

FU (Ai ).
the global execution factors, by calculation, for example, AUint = 1/12
i=1

But using the geometric means has some advantages. The most important advantage
is that the comparison between two machines is independent of the choice of the
reference computer. This is not necessarily the case when the arithmetic means is
used instead; this is illustrated by a following example calculation.
Example Two programs A1 and A2 and two machines X and Y are considered, see
also [84]. Assuming the following execution times
TX (A1 ) = 1 s, TY (A1 ) = 10 s,
TX (A2 ) = 500 s, TY (A2 ) = 50 s
results in the following execution factors if Y is used as reference computer:
FX (A1 ) = 10, FX (A2 ) = 0.1, FY (A1 ) = FY (A2 ) = 1 .
This yields the following performance score for the arithmetic means A and the
geometric means G:
GX =

√

10 · 0.1 = 1, A X =

1
(10 + 0.1) = 5.05, G Y = AY = 1 .
2

Using X as reference computer yields the following execution factors:
FX (P1 ) = FX (P2 ) = 1, FY (P1 ) = 0.1, FY (P2 ) = 10
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resulting in the following performance scores:
G X = 1, A X = 1, G Y =

√

10 · 0.1 = 1, AY =

1
(0.1 + 10) = 5.05.
2

Thus, considering the arithmetic means, using Y as reference computer yields the
statement that X = 5.05 times faster than Y . Using X as reference computer yields
the opposite result. Such contradictory statements are avoided by using the geometric means, which states that X and Y have the same performance, independently of
the reference computer.
A drawback of the geometric means is that it does not provide information about
the actual execution time of the programs. This can be seen from the example just
given. Executing A1 and A2 only once requires 501 s on X and 60 s on Y , i.e., Y is
more than eight times faster than X .

A detailed discussion of benchmark programs and program optimization issues
can be found in [42, 92, 69], which also contain references to other literature.

4.2 Performance Metrics for Parallel Programs
An important criterion for the usefulness of a parallel program is its runtime on a
specific execution platform. The parallel runtime T p (n) of a program is the time
between the start of the program and the end of the execution on all participating
processors; this is the point in time when the last processor finishes its execution
for this program. The parallel runtime is usually expressed for a specific number p
of participating processors as a function of the problem size n. The problem size
is given by the size of the input data, which can for example be the number of
equations of an equation system to be solved. Depending on the architecture of the
execution platform, the parallel runtime comprises the following times:
• the runtime for the execution of local computations of each participating processor; these are the computations that each processor performs using data in its
local memory;
• the runtime for the exchange of data between processors, e.g., by performing
explicit communication operations in the case of a distributed address space;
• the runtime for the synchronization of the participating processors when accessing shared data structures in the case of a shared address space;
• waiting times occurring because of an unequal load distribution of the processors;
waiting times can also occur when a processor has to wait before it can access a
shared data structure to ensure mutual exclusion.
The time spent for data exchange and synchronization as well as waiting times can
be considered as overhead since they do not contribute directly to the computations
to be performed.
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4.2.1 Speedup and Efficiency
The cost of a parallel program captures the runtime that each participating processor
spends for executing the program.
4.2.1.1 Cost of a Parallel Program
The cost C p (n) of a parallel program with input size n executed on p processors is
defined by
C p (n) = p · T p (n).
Thus, C p (n) is a measure of the total amount of work performed by all processors.
Therefore, the cost of a parallel program is also called work or processor–runtime
product.
A parallel program is called cost-optimal if C p (n) = T (n), i.e., if it executes
the same total number of operations as the fastest sequential program which has
runtime T (n). Using asymptotic execution times, this means that a parallel program
is cost-optimal if T (n)/C p (n) ∈ Θ(1) (see Sect. 4.3.1 for the Θ definition).
4.2.1.2 Speedup
For the analysis of parallel programs, a comparison with the execution time of
a sequential implementation is especially important to see the benefit of parallelism. Such a comparison is often based on the relative saving in execution time
as expressed by the notion of speedup. The speedup S p (n) of a parallel program
with parallel execution time T p (n) is defined as
S p (n) =

T ∗ (n)
,
T p (n)

where p is the number of processors used to solve a problem of size n. T (n) is
the execution time of the best sequential implementation to solve the same problem.
The speedup of a parallel implementation expresses the relative saving of execution
time that can be obtained by using a parallel execution on p processors compared to
the best sequential implementation. The concept of speedup is used both for a theoretical analysis of algorithms based on the asymptotic notation and for the practical
evaluation of parallel programs.
Theoretically, S p (n) ≤ p always holds, since for S p (n) > p, a new sequential
algorithm could be constructed which is faster than the sequential algorithm that
has been used for the computation of the speedup. The new sequential algorithm is
derived from the parallel algorithm by a round robin simulation of the steps of the
participating p processors, i.e., the new sequential algorithm uses its first p steps
to simulate the first step of all p processors in a fixed order. Similarly, the next p
steps are used to simulate the second step of all p processors, and so on. Thus, the
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new sequential algorithm performs p times more steps than the parallel algorithm.
Because of S p (n) > p, the new sequential algorithm would have execution time
p · T p (n) = p ·

T ∗ (n)
< T ∗ (n).
S p (n)

This is a contradiction to the assumption that the best sequential algorithm has been
used for the speedup computation. The new algorithm is faster.
The speedup definition given above requires a comparison with the fastest
sequential algorithm. This algorithm may be difficult to determine or construct.
Possible reasons may be as follows:
• The best sequential algorithm may not be known. There might be the situation
that a lower bound for the execution time of a solution method for a given problem can be determined, but until now, no algorithm with this asymptotic execution time has yet been constructed.
• There exists an algorithm with the optimum asymptotic execution time, but
depending on the size and the characteristics of a specific input set, other algorithms lead to lower execution times in practice. For example, the use of balanced
trees for the dynamic management of data sets should be preferred only if the data
set is large enough and if enough access operations are performed.
• The sequential algorithm which leads to the smallest execution times requires a
large effort to be implemented.
Because of these reasons, the speedup is often computed by using a sequential version of the parallel implementation instead of the best sequential algorithm.
In practice, superlinear speedup can sometimes be observed, i.e., S p (n) > p can
occur. The reason for this behavior often lies in cache effects: A typical parallel
program assigns only a fraction of the entire data set to each processor. The fraction
is selected such that the processor performs its computations on its assigned data
set. In this situation, it can occur that the entire data set does not fit into the cache of
a single processor executing the program sequentially, thus leading to cache misses
during the computation. But when several processors execute the program with the
same amount of data in parallel, it may well be that the fraction of the data set
assigned to each processor fits into its local cache, thus avoiding cache misses.
However, superlinear speedup does not occur often. A more typical situation is
that a parallel implementation does not even reach linear speedup (S p (n) = p),
since the parallel implementation requires additional overhead for the management
of parallelism. This overhead might be caused by the necessity to exchange data
between processors, by synchronization between processors, or by waiting times
caused by an unequal load balancing between the processors. Also, a parallel program might have to perform more computations than the sequential program version
because replicated computations are performed to avoid data exchanges. The parallel program might also contain computations that must be executed sequentially
by only one of the processors because of data dependencies. During such sequential
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computations, the other processors must wait. Input and output operations are a
typical example for sequential program parts.
4.2.1.3 Efficiency
An alternative measure for the performance of a parallel program is the efficiency.
The efficiency captures the fraction of time for which a processor is usefully
employed by computations that also have to be performed by a sequential program.
The definition of the efficiency is based on the cost of a parallel program and can be
expressed as
E p (n) =

S p (n)
T ∗ (n)
T ∗ (n)
=
=
,
C p (n)
p
p · T p (n)

where T (n) is the sequential execution time of the best sequential algorithm and
T p (n) is the parallel execution time on p processors. If no superlinear speedup
occurs, then E p (n) ≤ 1. An ideal speedup S p (n) = p corresponds to an efficiency
of E p (n) = 1.
4.2.1.4 Amdahl’s Law
The parallel execution time of programs cannot be arbitrarily reduced by employing
parallel resources. As shown, the number of processors is an upper bound for the
speedup that can be obtained. Other restrictions may come from data dependencies within the algorithm to be implemented, which may limit the degree of parallelism. An important restriction comes from program parts that have to be executed
sequentially. The effect on the obtainable speedup can be captured quantitatively by
Amdahl’s law [15]:
When a (constant) fraction f, 0 ≤ f ≤ 1, of a parallel program must be executed
sequentially, the parallel execution time of the program is composed of a fraction
of the sequential execution time f · T (n) and the execution time of the fraction
(1 − f ) · T (n), fully parallelized for p processors, i.e., (1 − f )/ p · T (n). The
attainable speedup is therefore
S p (n) =

T ∗ (n)
f ·

T ∗ (n)

+

1− f
p

T ∗ (n)

=

1
f +

1− f
p

≤

1
.
f

This estimation assumes that the best sequential algorithm is used and that the parallel part of the program can be perfectly parallelized. The effect of the sequential
computations on the attainable speedup can be demonstrated by considering an
example: If 20% of a program must be executed sequentially, then the attainable
speedup is limited to 1/ f = 5 according to Amdahl’s law, no matter how many
processors are used. Program parts that must be executed sequentially must be taken
into account in particular when a large number of processors are employed.
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4.2.2 Scalability of Parallel Programs
The scalability of a parallel program captures the performance behavior for an
increasing number of processors.
4.2.2.1 Scalability
Scalability is a measure describing whether a performance improvement can be
reached that is proportional to the number of processors employed. Scalability
depends on several properties of an algorithm and its parallel execution. Often, for a
fixed problem size n a saturation of the speedup can be observed when the number
p of processors is increased. But increasing the problem size for a fixed number
of processors usually leads to an increase in the attained speedup. In this sense,
scalability captures the property of a parallel implementation that the efficiency can
be kept constant if both the number p of processors and the problem size n are
increased. Thus, scalability is an important property of parallel programs since it
expresses that larger problems can be solved in the same time as smaller problems
if a sufficiently large number of processors are employed.
The increase in the speedup for increasing problem size n cannot be captured
by Amdahl’s law. Instead, a variant of Amdahl’s law can be used which assumes
that the sequential program part is not a constant fraction f of the total amount of
computations, but that it decreases with the input size. In this case, for an arbitrary
number p of processors, the intended speedup ≤ p can be obtained by setting the
problem size to a large enough value.
4.2.2.2 Gustafson’s Law
This behavior is expressed by Gustafson’s law [78] for the special case that the
sequential program part has a constant execution time, independent of the problem
size. If τ f is the constant execution time of the sequential program part and τv (n, p)
is the execution time of the parallelizable program part for problem size n and p
processors, then the scaled speedup of the program is expressed by
S p (n) =

τ f + τv (n, 1)
.
τ f + τv (n, p)

If we assume that the parallel program is perfectly parallelizable, then τv (n, 1) =
T ∗ (1) − τ f and τv (n, p) = (T ∗ (n) − τ f )/ p follow and thus
τ f + T ∗ (n) − τ f
=
S p (n) =
τ f + (T ∗ (n) − τ f )/ p
and therefore
lim S p (n) = p,

n→∞

τf
T ∗ (n)−τ f
τf
T ∗ (n)−τ f

+1
+

1
p

,
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if T (n) increases strongly monotonically with n. This is for example true for
τv (n, p) = n 2 / p, which describes the amount of parallel computations for many
iteration methods on two-dimensional meshes:
τ f + n2
τ f /n 2 + 1
=
lim
= p.
n→∞ τ f + n 2 / p
n→∞ τ f /n 2 + 1/ p

lim S p (n) = lim

n→∞

There exist more complex scalability analysis methods which try to capture how the
problem size n must be increased relative to the number p of processors to obtain a
constant efficiency. An example is the use of isoefficiency functions as introduced
in [75] which express the required change of the problem size n as a function of the
number of processors p.

4.3 Asymptotic Times for Global Communication
In this section, we consider the analytical modeling of the execution time of parallel programs. For the implementation of parallel programs, many design decisions
have to be made concerning, for example, the distribution of program data and
the mapping of computations to resources of the execution platform. Depending
on these decisions, different communication or synchronization operations must be
performed, and different load balancing may result, leading to different parallel
execution times for different program versions. Analytical modeling can help to
perform a pre-selection by determining which program versions are promising and
which program versions lead to significantly larger execution times, e.g., because of
a potentially large communication overhead. In many situations, analytical modeling can help to favor one program version over many others. For distributed memory
organizations, the main difference of the parallel program versions is often the data
distribution and the resulting communication requirements.
For different programming models, different challenges arise for the analytical
modeling. For programming models with a distributed address space, communication and synchronization operations are called explicitly in the parallel program,
which facilitates the performance modeling. The modeling can capture the actual
communication times quite accurately, if the runtime of the single communication
operations can be modeled quite accurately. This is typically the case for many execution platforms. For programming models with a shared address space, accesses
to different memory locations may result in different access times, depending on
the memory organization of the execution platform. Therefore, it is typically much
more difficult to analytically capture the access time caused by a memory access. In
the following, we consider programming models with a distributed address space.
The time for the execution of local computations can often be estimated by the
number of (arithmetical or logical) operations to be performed. But there are several
sources of inaccuracy that must be taken into consideration:
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• It may not be possible to determine the number of arithmetical operations exactly,
since loop bounds may not be known at compile time or since adaptive features
are included to adapt the operations to a specific input situation. Therefore, for
some operations or statements, the frequency of execution may not be known.
Different approaches can be used to support analytical modeling in such situations. One approach is that the programmer can give hints in the program about
the estimated number of iterations of a loop or the likelihood of a condition to be
true or false. These hints can be included by pragma statements and could then
be processed by a modeling tool.
Another possibility is the use of profiling tools with which typical numbers of
loop iterations can be determined for similar or smaller input sets. This information can then be used for the modeling of the execution time for larger input sets,
e.g., using extrapolation.
• For different execution platforms, arithmetical operations may have distinct execution times, depending on their internal implementation. Larger differences may
occur for more complex operations like division, square root, or trigonometric
functions. However, these operations are not used very often. If larger differences occur, a differentiation between the operations can help for a more precise
performance modeling.
• Each processor typically has a local memory hierarchy with several levels of
caches. This results in varying memory access times for different memory locations. For the modeling, average access times can be used, computed from cache
miss and cache hit rates, see Sect. 4.1.3. These rates can be obtained by profiling.
The time for data exchange between processors can be modeled by considering the
communication operations executed during program execution in isolation. For a
theoretical analysis of communication operations, asymptotic running times can be
used. We consider these for different interconnection networks in the following.

4.3.1 Implementing Global Communication Operations
In this section, we study the implementation and asymptotic running times of various global communication operations introduced in Sect. 3.5.2 on static interconnection networks according to [19]. Specifically, we consider the linear array, the
ring, a symmetric mesh, and the hypercube, as defined in Sect. 2.5.2. The parallel
execution of global communication operations depends on the number of processors
and the message size. The parallel execution time also depends on the topology of
the network and the properties of the hardware realization. For the analysis, we
make the following assumptions about the links and input and output ports of the
network.
1. The links of the network are bidirectional, i.e., messages can be sent simultaneously in both directions. For real parallel systems, this property is usually
fulfilled.
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2. Each node can simultaneously send out messages on all its outgoing links; this
is also called all-port communication. For parallel computers this can be organized by separate output buffers for each outgoing link of a node with corresponding controllers responsible for the transmission along that link. The simultaneous sending results from controllers working in parallel.
3. Each node can simultaneously receive messages on all its incoming links. In
practice, there is a separate input buffer with controllers for each incoming link
responsible for the receipt of messages.
4. Each message consists of several bytes, which are transmitted along a link without any interruption.
5. The time for transmitting a message consists of the startup time t S , which is
independent of the message size, and the byte transfer time m · t B , which is
proportional to the size of the message m. The time for transmitting a single byte
is denoted by t B . Thus, the time for sending a message of size m from a node
to a directly connected neighbor node takes time T (m) = t S + m · t B , see also
Formula (2.3) in Sect. 2.6.3.
6. Packet switching with store-and-forward is used as switching strategy, see also
Sect. 2.6.3. The message is transmitted along a path in the network from the
source node to a target node, and the length of the path determines the number of
time steps of the transmission. Thus, the time for a communication also depends
on the path length and the number of processors involved.
Given an interconnection network with these properties and parameters t S and t B ,
the time for a communication is mainly determined by the message size m and the
path length p. For an implementation of global communication operations, several
messages have to be transmitted and several paths are involved. For an efficient
implementation, these paths should be planned carefully such that no conflicts occur.
A conflict can occur when two messages are to be sent along the same link in the
same time step; this usually leads to a delay of one of the messages, since the
messages have to be sent one after another. Careful planning of the communication paths is a crucial point in the following implementation of global communication operations and the estimations of their running times. The execution times are
given as asymptotic running time, which we briefly summarize now.

4.3.1.1 Asymptotic Notation
Asymptotic running times describe how the execution time of an algorithm increases
with the size of the input, see, e.g., [31]. The notation for the asymptotic running time uses functions whose domains are the natural numbers N. The function
describes the essential terms for the asymptotic behavior and ignores less important
terms such as constants and terms of lower increase. The asymptotic notation comprises the O-notation, the Ω-notation, and the Θ-notation, which describe boundaries of the increase of the running time. The asymptotic upper bound is given by the
O-notation:
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O(g(n)) = { f (n) | there exists a positive constant c and n 0 ∈ N,
such that for all n ≥ n 0 : 0 ≤ f (n) ≤ cg(n)}.
The asymptotic lower bound is given by the Ω-notation:
Ω(g(n)) = { f (n) | there exists a positive constant c and n 0 ∈ N,
such that for all n ≥ n 0 : 0 ≤ cg(n) ≤ f (n)}.
The Θ-notation bounds the function from above and below:
Θ(g(n)) = { f (n) | there exist positive constants c1 , c2 and n 0 ∈ N,
such that for all n ≥ n 0 : 0 ≤ c1 g(n) ≤ f (n) ≤ c2 g(n)}.
Figure 4.1 illustrates the boundaries for the O-notation, the Ω-notation, and the
Θ-notation according to [31].
The asymptotic running times of global communication operations with respect
to the number of processors in the static interconnection network are given in
Table 4.1. Running times for global communication operations are presented often
in the literature, see, e.g., [100, 75]. The analysis of running times mainly differs
in the assumptions made about the interconnection network. In [75], one-port communication is considered, i.e., a node can send out only one message at a specific
time step along one of its output ports; the communication times are given as functions in closed form depending on the number of processors p and the message
size m for store-and-forward as well as cut-through switching. Here we use the
assumptions given above according to [19].
The analysis uses the duality and hierarchy properties of global communication
operation given in Fig. 3.9 in Sect. 3.5.2. Thus, from the asymptotic running times of
one of the global communication operations it follows that a global communication
operation which is less complex can be solved in no additional time and that a
global communication operation which is more complex cannot be solved faster.
For example, the scatter operation is less expensive than a multi-broadcast on the
same network, but more expensive than a single-broadcast operation. Also a global
communication operation has the same asymptotic time as its dual operation in the
f (n) = Ω (g(n))

f (n) = O(g(n))

f (n)

n

c2 g(n)
f (n)
c1 g(n)

c g(n)

c g(n)
f (n)

n0

f (n) = Θ (g(n))

n0

n

n0

n

Fig. 4.1 Graphic examples of the O-, Ω-, and Θ-notation. As value for n 0 the minimal value
which can be used in the definition is shown
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Table 4.1 Asymptotic running times of the implementation of global communication operations
depending on the number p of processors in the static network. The linear array has the same
asymptotic times as the ring
Operation
Ring
Mesh
Hypercube
√
Single-broadcast
Θ( p)
Θ( d p)
Θ(log p)
Scatter
Θ( p)
Θ( p)
Θ( p/log p)
Multi-broadcast
Θ( p)
Θ( p)
Θ( p/log p)
Total exchange
Θ( p 2 )
Θ( p (d+1)/d )
Θ( p)

hierarchy. For example, the asymptotic time derived for a scatter operation can be
used as asymptotic time of the gather operation.
4.3.1.2 Complete Graph
A complete graph has a direct link between every pair of nodes. With the assumption
of bidirectional links and a simultaneous sending and receiving of each output port, a
total exchange can be implemented in one time step. Thus, all other communication
operations such as broadcast, scatter, and gather operations can also be implemented
in one time step and the asymptotic time is Θ(1).
4.3.1.3 Linear Array
A linear array with p nodes is represented by a graph G = (V, E) with a set of
nodes V = {1, . . . , p} and a set of edges E = {(i, i + 1)|1 ≤ i < p}, i.e., each
node except the first and the final is connected with its left and right neighbors. For
an implementation of a single-broadcast operation, the root processor sends the
message to its left and its right neighbors in the first step; in the next steps each
processor sends the message received from a neighbor in the previous step to its
other neighbor. The number of steps depends on the position of the root processor.
For a root processor at the end of the linear array, the number of steps is p − 1. For
a root processor in the middle of the array, the time is p/2 . Since the diameter of
a linear array is p − 1, the implementation cannot be faster and the asymptotic time
Θ( p) results.
A multi-broadcast operation can also be implemented in p − 1 time steps using
the following algorithm. In the first step, each node sends its message to both neighbors. In the step k = 2, . . . , p − 1, each node i with k ≤ i < p sends the message
received in the previous step from its left neighbor to the right neighbor i + 1; this
is the message originating from node i − k + 1. Simultaneously, each node i with
2 ≤ i ≤ p − k + 1 sends the message received in the previous step from its right
neighbor to the left neighbor i − 1; this is the message originally coming from node
i + k − 1. Thus, the messages sent to the right make one hop to the right per time
step and the messages sent to the left make one hop to the left in one time step. After
p − 1 steps, all messages are received by all nodes. Figure 4.2 shows a linear array
with four nodes as example; a multi-broadcast operation on this linear array can be
performed in three time steps.
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Fig. 4.2 Implementation of a multi-broadcast operation in time 3 on a linear array with four nodes

For the scatter operation on a linear array with p nodes, the asymptotic time
Θ( p) results. Since the scatter operation is a specialization of the multi-broadcast
operation it needs at most p − 1 steps, and since the scatter operation is more general than a single-broadcast operation, it needs at least p − 1 steps, see also the
hierarchy of global communication operations in Fig. 3.9. When the root node of
the scatter operation is not one of the end nodes of the array, a scatter operation can
be faster. The messages for more distant nodes are sent out earlier from the root
node, i.e., the messages are sent in the reverse order of their distance from the root
node. All other nodes send the messages received in one step from one neighbor to
the other neighbor in the next step.
The number of time steps for a total exchange can be determined by considering an edge (k, k + 1), 1 ≤ k < p, which separates the linear array into
two subsets with k and p − k nodes. Each node of the subset {1, . . . , k} sends
p − k messages along this edge to the other subset and each node of the subset {k + 1, . . . , p} sends k messages in the other direction along this link. Thus,
a total exchange needs at least k · ( p − k) time steps or p 2 /4 for k = p/2 .
On the other hand, a total exchange can be implemented by p consecutive scatter operations, which lead to p 2 steps. Altogether, an asymptotic time Θ( p 2 )
results.

4.3.1.4 Ring
A ring topology has the nodes and edges of a linear array and an additional edge
between node 1 and node p. All implementations of global communication operations are similar to the implementations on the linear array, but take one half of the
time due to this additional link.
A single-broadcast operation is implemented by sending the message from
the root node in both directions in the first step; in the following steps each node
sends the message received in the opposite direction. This results in p/2 time
steps. Since the diameter of the ring is  p/2, the broadcast operation cannot be
implemented faster and the time Θ( p) results.
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A multi-broadcast operation is also implemented as for the array but in p/2
steps. In the first step, each processor sends its message in both directions. In the
following steps k, 2 ≤ k ≤ p/2 , each processor sends the messages received
in the opposite directions. Since the diameter is  p/2, the time Θ( p) results.
Figure 4.3 illustrates a multi-broadcast operation for p = 6 processors.
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Fig. 4.3 Implementation of a multi-broadcast operation on a ring with six nodes. The message sent
out by node i is denoted by pi , i = 1, . . . , 6

The scatter operation also needs time Θ( p) since it cannot be faster than a
single-broadcast operation and it is not slower than a multi-broadcast operation. For
a total exchange, the ring is divided into two sets of p/2 nodes each (for p even).
Each node of one of the subsets sends p/2 messages into the other subset across
two links. This results in p 2 /8 time steps, since one message needs one time step to
be sent along one link. The time is Θ( p 2 ).

4.3.1.5 Mesh
√
For a d-dimensional mesh with p nodes and d p nodes in each dimension, the diam1/d
eter is d( p − 1) and, thus, a single-broadcast operation can be executed in time
Θ( p 1/d ). For the scatter operation, an upper bound is Θ( p) since a linear array
with p nodes can be embedded into the mesh and a scatter operation needs time p
on the array. A scatter operation also needs at least time p − 1, since p − 1 messages
 time
have to be sent along the d outgoing links of the root node, which takes  p−1
d
steps. The time Θ( p) for the multi-broadcast operation results in a similar way.
For the total exchange, we consider a mesh with an even number of nodes and
subdivide the mesh into two submeshes of dimension d − 1 with p/2 nodes each.
Each node of a submesh sends p/2 messages into the other submesh, which have to
√
be sent over the links connecting both submeshes. These are ( d p)d−1 links. Thus, at
d+1
d−1
d−1−2d
d+1
least p d time steps are needed (because of p 2 /(4 p d ) = 1/(4 p d ) = 14 p d ).
d+1
To show that a total exchange can be performed in time O( p d ), we consider
d+1
an algorithm implementing the total exchange in time p d . Such an algorithm can
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be defined inductively from total exchange operations on meshes with lower dimension. For d = 1, the mesh is identical to a linear array for which the total exchange
has a time complexity O( p 2 ). Now we assume that an implementation on a (d − 1)d
dimensional symmetric mesh with time O( p d−1 ) is given. The total exchange
operation on the d-dimensional symmetric mesh can be executed in two phases.
The d-dimensional symmetric mesh is subdivided into disjoint meshes of dimension
√
d − 1 which results in d p meshes. This can be done by fixing the value for the
component in the last dimension xd of the nodes (x1 , . . . , xd ) to one of the values
√
xd = 1, . . . , d p. In the first phase, total exchange operations are performed on the
(d − 1)-dimensional meshes in parallel. Since each (d − 1)-dimensional mesh has
d−1
d−1
p d nodes, in one of the total exchange operations p d messages are exchanged.
Since p messages have to be exchanged in each d − 1-dimensional mesh, there
p
are d−1 = p 1/d total exchange operations to perform. Because of the induction
p d
d−1

d

hypothesis, each of the total exchange operations needs time O p d d−1 = O( p)
d+1
and thus the time p 1/d · O( p) = O( p d ) for the first phase results. In the second phase, the messages between the different submeshes are exchanged. The dd−1
√
dimensional mesh consists of p d meshes of dimension 1 with d p nodes each;
√
these are linear arrays of size d p. Each node of a one-dimensional mesh belongs
d−1
to a different d − 1-dimensional mesh and has already received p d messages
d−1
in the first phase. Thus, each node of a one-dimensional mesh has p d messages different from the messages of the other nodes; these messages have to be
√
exchanged between them. This takes time O(( d p)2 ) for one message of each
2
d−1
d+1
d+1
node and in total p d p d = p d time steps. Thus, the time complexity Θ( p d )
results.

4.3.2 Communications Operations on a Hypercube
For a d-dimensional hypercube, we use the bit notation of the p = 2d nodes as d-bit
words α = α1 · · · αd ∈ {0, 1}d introduced in Sect. 2.5.2.

4.3.2.1 Single-Broadcast Operation
A single-broadcast operation can be implemented using a spanning tree rooted at a
node α that is the root of the broadcast operation. We construct a spanning tree for
α = 00 · · · 0 = 0d and then derive spanning trees for other root nodes. Starting with
root node α = 00 · · · 0 = 0d the children of a node are chosen by inverting one of
the zero bits that are right of the rightmost unity bit. For d = 4 the spanning tree in
Fig. 4.4 results.
The spanning tree with root α = 00 · · · 0 = 0d has the following properties:
The bit names of two nodes connected by an edge differ in exactly one bit, i.e., the
edges of the spanning tree correspond to hypercube links. The construction of the
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Fig. 4.4 Spanning tree for a single-broadcast operation on a hypercube for d = 4

spanning tree creates all nodes of the hypercube. All leaf nodes end with a unity.
The maximal degree of a node is d, since at most d bits can be inverted. Since a
child node has one more unity bit than its parent node, an arbitrary path from the
root to a leaf has a length not larger than d, i.e., the spanning tree has depth d,
since there is one path from the root to node 11 · · · 1 for which all d bits have to be
inverted.
For a single-broadcast operation with an arbitrary root node z, a spanning tree
Tz is constructed from the spanning tree T0 rooted at node 00 · · · 0 by keeping the
structure of the tree but mapping the bit names of the nodes to new bit names in the
following way. A node x of tree T0 is mapped to node x ⊕ z of tree Tz , where ⊕
denotes the bitwise xor operation (exclusive or operation), i.e.,

a1 · · · ad ⊕ b1 · · · bd = c1 · · · cd with ci =

1 when ai = bi
for 1 ≤ i ≤ d.
0 otherwise

Especially, node α = 00 · · · 0 is mapped to node α ⊕ z = z. The tree structure
of tree Tz remains the same as for tree T0 . Since the nodes v, w of T0 connected
by an edge (v, w) differ in exactly one bit position, the nodes v ⊕ z and w ⊕ z
of tree Tz also differ in exactly one bit position and the edge (v ⊕ z, w ⊕ z) is a
hypercube link. Thus, a spanning tree of the d-dimensional hypercube with root z
results.
The spanning tree can be used to implement a single-broadcast operation from
the root node in d time steps. The messages are first sent from the root to all children,
and in the next time steps each node sends the message received to all its children.
Since the diameter of a d-dimensional hypercube is d, the single-broadcast operation cannot be faster than d and the time Θ(d) = Θ(log( p)) results.
4.3.2.2 Multi-broadcast Operation on a Hypercube
For a multi-broadcast operation, each node receives p − 1 messages from the
other nodes. Since a node has d = log p incoming edges, which can receive
messages simultaneously, an implementation of a multi-broadcast operation on a
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d-dimensional hypercube takes at least ( p − 1)/ log p time steps. There are algorithms that attain this lower bound and we construct one of them in the following
according to [19].
The multi-broadcast operation is considered as a set of single-broadcast operations, one for each node in the hypercube. A spanning tree is constructed for the
single-broadcast operations and the message is sent along the links of the tree in a
sequence of time steps as described above for the single-broadcast in isolation. The
idea of the algorithm for the multi-broadcast operation is to construct spanning trees
for the single-broadcast operation such that the single-broadcast operations can be
performed simultaneously. To achieve this, the links of the different spanning trees
used for a transmission in the same time step have to be disjoint. This is the reason
why the spanning trees for the single-broadcast in isolation cannot be used here
as will be seen later. We start by constructing the spanning tree T0 for root node
00 · · · 0.
The spanning tree T0 for root node 00 · · · 0 consists of disjoint sets of edges
A1 , . . . , Am , where m is the number of time steps needed for a single-broadcast
and Ai is the set of edges over which the messages are transmitted at time step
i, i = 1, . . . , m. The set of start nodes of the edges in Ai is denoted by Si and
the set of end nodes is denoted by E i , i = 1, . . . , m, with S1 = {(00 · · · 0)} and
d
Si ⊂ S1 ∪ i−1
k=1 E k . The spanning tree Tt with root t ∈ {0, 1} is constructed from
T0 by mapping the edge sets of T0 to edge sets Ai (t) of Tt using the xor operation,
i.e.,
Ai (t) = {(x ⊕ t, y ⊕ t)|(x, y) ∈ Ai }

for 1 ≤ i ≤ m .

(4.9)

If T0 is a spanning tree, then Tt is also a spanning tree with root T ∈ {0, 1}d . The
goal is to construct the sets A1 , . . . , Am such that for each i ∈ {1, . . . , m} the sets
Ai (t) are pairwise disjoint for all t ∈ {0, 1}d (with Ai = Ai (0), i = 1, . . . , m). This
means that transmission of data can be performed simultaneously on those links. To
get disjoint edges for the same transmission step i, the sets Ai are constructed such
that
– For any two edges (x, y) ∈ Ai and (x  , y  ) ∈ Ai , the bit position in which the
nodes x and y differ is not the same bit position in which the nodes x  and y 
differ.
The reason for this requirement is that two edges whose start and end nodes differ
in the same bit position can be mapped onto each other by the xor operation with
an appropriate t. Thus, if such edges would be in set Ai for some i ∈ {1, . . . , m},
then they would be in the set Ai (t) and the sets Ai and Ai (t) would not be disjoint.
This is illustrated in Fig. 4.5 for d = 3 using the spanning trees constructed earlier
for the single-broadcast operations in isolation.
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Fig. 4.5 Spanning tree for the single-broadcast operation in isolation. The start and end nodes
of the edges e1 = ((010), (011)) and e2 = ((100), (101)) differ in the same bit position, which
is the first bit position on the right. The xor operation with new root node t = 110 creates a tree that contains the same edges e1 and e2 for a data transmission in the second time
step. A delay of the transmission into the third time step would solve this conflict. However,
a new conflict in time step 3 results in the spanning tree with root 010, which has edge e2 in
the third time step, and in spanning tree with root 100, which has edge e1 in the third time
step

There are only d different bit positions so that each set Ai , i = 1, . . . , m, can
only contain at most d edges. Thus, the sets Ai are constructed such that |Ai | = d
for 1 ≤ i < m and |Am | ≤ d. Since the sets A1 , . . . , Am should be pairwise disjoint
and the total number of edges in the spanning tree is 2d − 1 (there is an incoming
edge for each node except the root node), we get
!m
!
!" !
!
!
! Ai ! = 2d − 1
!
!
i=1

and a first estimation for m:
#
m=

$
2d − 1
.
d

Figure 4.6 shows the eight spanning trees for d = 3 and edge sets A1 , A2 , A3 with
|A1 | = |A2 | = 3 and |A3 | = 1. In this example, there is no conflict in any of the
three time steps i = 1, 2, 3. These spanning trees can be used simultaneously, and a
multi-broadcast needs m = (23 − 1)/3 = 3 time steps.
We now construct the edge sets Ai , i = 1, . . . , m, for arbitrary d. The construction mainly consists of the following arrangement of the nodes of the d-dimensional
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Fig. 4.6 Spanning trees for a multi-broadcast operation on a d-dimensional hypercube with
d = 3. The sets A1 , A2 , A3 for root 000 are A1 = {(000, 001), (000, 010), (000, 100)}, A2 =
{(001, 101), (010, 011), (100, 110)}, and A3 = {(110, 111)} shown in the upper left corner. The
other trees are constructed according to Formula (4.9)

hypercube. The set of nodes with k unity bits and d − k zero bits is denoted as Nk ,
k = 1, . . . , d, i.e.,
Nk = {t ∈ {0, 1}d | t has k unity bits and d − k zero bits}
for 0 ≤ k ≤ d with N0 = {(00 · · · 0)} and Nd = {(11 · · · 1)}. The number of
elements in Nk is
 
d!
d
.
|Nk | =
=
k
k!(d − k)!
Each set Nk is further partitioned into disjoint sets Rk1 , . . . , Rkn k , where one set Rki
contains all elements which result from a bit rotation to the left from each other.
The sets Rki are equivalence classes with respect to the relation rotation to the left.
The first of these equivalence classes Rk1 is chosen to be the set with the element
(0d−k 1k ), i.e., the rightmost bits are unity bits. Based on these sets, each node t ∈
{0, 1}d is assigned a number n(t) ∈ {0, . . . , 2d − 1} corresponding to its position in
the order
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{α}R11 R21 · · · R2n 2 · · · Rk1 · · · Rkn k · · · R(d−2)1 · · · R(d−2)n d−2 R(d−1)1 {β},

(4.10)

with α = 00 · · · 0 and β = 11 · · · 1 and position numbers n(α) = 0 and n(β) =
2d − 1. Each node t ∈ {0, 1}d , except α, is also assigned a number m(t) with
m(t) = 1 + [(n(t) − 1) mod d] ,

(4.11)

i.e., the nodes are numbered in a round-robin fashion by 1, . . . , d. So far, there is no
specific order of the nodes within one of the equivalence classes Rk j , k = 1, . . . , d,
j = 1, . . . , n k . Using m(t) we now specify the following order:
– The first element t ∈ Rk j is chosen such that the following condition is satisfied:
The bit at position m(t) from the right is 1.

(4.12)

– The subsequent elements of Rk j result from a single bit rotation to the left. Thus,
property (4.12) is satisfied for all elements of Rk j .
For the first equivalence classes Rk1 , k = 1, . . . , d, we additionally require the
following:
– The first element t ∈ Rk1 has a zero at the bit position right of position m(t), i.e.,
when m(t) > 1, the bit at position m(t) − 1 is a zero, and when m(t) = 1, the bit
at the leftmost position is a zero.
– The property holds for all elements in Rk1 , since they result by a bit rotation to
the left from the first element.
For the case d = 4, the following order of the nodes t ∈ {0, 1}4 and m(t) values
result:
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Using the numbering n(t) we now define the sets of end nodes E 0 , E 1 , . . . , E m of the
edge sets A1 , . . . , Am as contiguous blocks of d nodes (or < d nodes for the last set):
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E 0 = {(00 · · · 0)},
E i = {t ∈ {0, 1}d | (i − 1)d + 1 ≤ n(t) ≤ i · d}

for 1 ≤ i < m,
$
# d
2 −1
d
d
E m = {t ∈ {0, 1} | (m − 1)d + 1 ≤ n(t) ≤ 2 − 1} with m =
.
d

The sets of edges Ai , 1 ≤ i ≤ m, are then constructed according to the following:
– The set of edges Ai , 1 ≤ i ≤ m, consists of the edges that
connect an end node t ∈ E i with the start node t  obtained from t by inverting
the bit at position m(t), which is always a unity bit due to the construction.
– As an exception, the end node t = (11 · · · 1) for the case m(11 · · · 1) = d is
connected to the start node t  = (1011 · · · 1) (and not (011 · · · 1)).
Due to the construction the start nodes t  have one unity bit less than t and, thus,
when t ∈ Nk , then t  ∈ Nk−1 . Also the edges are links of the hypercube. Figure 4.7
shows the sets of end nodes and the sets of edges for d = 4.
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Fig. 4.7 Spanning tree with root node 00 · · · 0 for a multi-broadcast operation on a hypercube with
d = 4. The sets of edges Ai , i = 1, . . . , 4, are indicated by dotted arrows

Next, we show that these sets of edges define a spanning tree with root node
(00 · · · 0) by showing that an end node t ∈ E i is connected to a start node


t  ∈ i−1
k=1 E k , i.e., that there exists k < i with t ∈ E k . Since t has one more

zero than t by construction, n(t ) < n(t) and thus k > i is not possible, i.e., k ≤ i
holds. It remains to show that k < i.
– For t = 11 · · · 1 and m(t) = d, the set E m contains d nodes, which are node t
and d − 1 other nodes from Rd−1,1 . There is one node of Rd−1,1 left, which is in
set E m−1 ; this node has a 1 at position m(t) from the right and a 0 left of it. Thus,
this node is (1011 · · · 1) which has been chosen as the start node by exception.
– For t = 11 · · · 1 and m(t) = d − k < d, with 1 ≤ k < d, the set E m contains
d − k nodes s with numbers n(s) < d − k. The start node t  connected to t has a 0
at the position d −k according to the construction and a 1 at the position d −k −1
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from the right. Thus, m(t  ) = d − k + 1. Since m(t  ) > d − k, the node t  cannot
belong to the edge set E m and thus t  ∈ E m−1 .
For the nodes t = 11 · · · 1, we now show that n(t) − n(t  ) ≥ d, i.e., t  belongs to a
different set E k than t, with k < i.
– For t ∈ Rkn with n > 1, all elements of Rk1 are between t and t  , since t  ∈ Nk−1 .
This set Rk1 is the equivalence class of nodes (0d−k 1k ) and contains d elements.
Thus, n(t) − n(t  ) ≥ d.
– For t ∈ Rk1 , the start node t  is an element of Rk−1,1 , since it has one more zero
bit (which is at position m(t)) and according to the internal order in the set Rk−1,1
all remaining unity bits are right of m(t) in a contiguous block of bit positions.
Therefore, all elements of Rk−1,2 , . . . , Rk−1,n k−1 are between t and t  . These are
 d 
|Nk−1 | − |Rk−1,1 | = k−1
− d elements. For 2 < k < d and d ≥ 5, it can be
 d 
shown by induction that k−1 − d ≥ d. For k = 1, 2, R11 = E 1 and R21 = E 2
for all d and t  ∈ E k−1 holds. For d = 3 and d = 4, the estimation can be shown
individually; Fig. 4.6 shows the case d = 3 and Fig. 4.7 shows the case d = 4.
Thus, the sets Ai (t), i = 1, . . . , m, can be used for one of the single-broadcast
operations of the multi-broadcast operation. The other sets Ai (t) are constructed
using the xor operation as described above. The trees can be used simultaneously,
since no conflicts result. This can be seen from the construction and the numbers
m(t). The nodes in a set of end nodes E i of edge set Ai have d different numbers
m(t) = 1, . . . , d and, thus, for each of the nodes t ∈ E i a bit at a different bit position is inverted. Thus, the start and end nodes of the edges in Ai differ in different bit
positions, which is the requirement to get a conflict-free transmission of messages
in time step i. In summary, the single-broadcast operations can be performed in
parallel and the multi-broadcast operation can be performed in m = (2d − 1)/d
time steps.
4.3.2.3 Scatter Operation
A scatter operation takes no more time than the multi-broadcast operation, i.e., it
takes no more than (2d − 1)/d time steps. On the other hand, in a scatter operation
2d − 1 messages have to be sent out from the d outgoing edges of the root node,
which needs at least (2d − 1)/d time steps. Thus, the time for a scatter operation
on a d-dimensional hypercube is Θ(( p − 1)/ log p).
4.3.2.4 Total Exchange
The total exchange on a d-dimensional hypercube has time Θ( p) = Θ(2d ). The
lower bound results from decomposing the hypercube into two hypercubes of
dimension d − 1 with p/2 = 2d−1 nodes each and 2d−1 edges between them. For
a total exchange, each node of one of the (d − 1)-dimensional hypercubes sends a
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message for each node of the other hypercube; these are (2d−1 )2 = 22d−2 messages,
which have to be transmitted along the 2d−1 edges connecting both hypercubes. This
takes at least 22d−2 /2d−1 = 2d−1 = p/2 time steps.
An algorithm implementing the total exchange in p − 1 steps can be built recursively. For d = 1, the hypercube consists of 2 nodes for which the total exchange
can be done in one time step, which is 21 −1. Next, we assume that there is an implementation of the total exchange on a d-dimensional hypercube in time ≤ 2d − 1. A
(d + 1)-dimensional hypercube is decomposed into two hypercubes C1 and C2 of
dimension d. The algorithm consists of the three phases:
1. A total exchange within the hypercubes C1 and C2 is performed simultaneously.
2. Each node in C1 ( or C2 ) sends 2d messages for the nodes in C2 (or C1 ) to its
counterpart in the other hypercube. Since all nodes used different edges, this
takes time 2d .
3. A total exchange in each of the hypercubes is performed to distribute the messages received in phase 2.
The phases 1 and 2 can be performed simultaneously and take time 2d . Phase 3
has to be performed after phase 2 and takes time ≤ 2d − 1. In summary, the time
2d + 2d − 1 = 2d+1 − 1 results.

4.4 Analysis of Parallel Execution Times
The time needed for the parallel execution of a parallel program depends on
• the size of the input data n, and possibly further characteristics such as the number of iterations of an algorithm or the loop bounds;
• the number of processors p; and
• the communication parameters, which describe the specifics of the communication of a parallel system or a communication library.
For a specific parallel program, the time needed for the parallel execution can be
described as a function T ( p, n) depending on p and n. This function can be used
to analyze the parallel execution time and its behavior depending on p and n. As
example, we consider the parallel implementations of a scalar product and of a
matrix–vector product, presented in Sect. 3.6.

4.4.1 Parallel Scalar Product
The parallel scalar product of two vectors a, b ∈ Rn computes a scalar value which
is the sum of the values a j · b j , j = 1, . . . , n. For a parallel computation on p
processors, we assume that n is divisible by p with n = r · p, r ∈ N, and that
the vectors are distributed in a blockwise way, see Sect. 3.4 for a description of data
distributions. Processor Pk stores the elements a j and b j with r ·(k−1)+1 ≤ j ≤ r ·k
and computes the partial scalar products
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ck =

r ·k


aj · bj ,

j=r ·(k−1)+1

p
so that processor Pk stores value ck . To get the final result c = k=1 ck , a singleaccumulation operation is performed and one of the processors stores this value. The
parallel execution time of the implementation depends on the computation time and
the communication time. To build a function T ( p, n), we assume that the execution
of an arithmetic operation needs α time units and that sending a floating-point value
to a neighboring processor in the interconnection network needs β time units. The
parallel computation time for the partial scalar product is 2r α, since about r addition
operations and r multiplication operations are performed.
The time for a single-accumulation operation depends on the specific interconnection network and we consider the linear array and the hypercube as examples.
See also Sect. 2.5.2 for the definition of these direct networks.

4.4.1.1 Linear Array
In the linear array, the optimal processor as root node for the single-accumulation
operation is the node in the middle since it has a distance no more than p/2 from
every other node. Each node gets a value from its left (or right) neighbor in time
β, adds the value to the local value in time α, and sends the results to its right (or
left) in the next step. This results in the communication time 2p (α + β). In total, the
parallel execution time is
p
n
T ( p, n) = 2 α + (α + β).
p
2

(4.13)

The function T ( p, n) shows that the computation time decreases with increasing
number of processors p but that the communication time increases with increasing
number of processors. Thus, this function exhibits the typical situation in a parallel program that an increasing number of processors does not necessarily lead to
faster programs since the communication overhead increases. Usually, the parallel
execution time decreases for increasing p until the influence of the communication
overhead is too large and then the parallel execution time increases again. The value
for p at which the parallel execution time starts to increase again is the optimal value
for p, since more processors do not lead to a faster parallel program.
For Function (4.13), we determine the optimal value of p which minimizes the
parallel execution time for T ( p) ≡ T ( p, n) using the derivatives of this function.
The first derivative is
T  ( p) = −

2nα
α+β
,
+
2
p
2
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∗
when
) considering T ( p) as a function of real values. For T ( p) = 0, we get p =
4nα
. The second derivative is T  ( p) = 4nα
and T  ( p ∗ ) > 0, meaning that T ( p)
± α+β
p3
∗
has a minimum at p . From the formula for p ∗ , we see that
) the√optimal number
√
α
∗
n < 1, if β >
of processors increases with n. We also see that p = 2 α+β

(4n − 1)α, so that the sequential program should be used in this case.
4.4.1.2 Hypercube

For the d-dimensional hypercube with d = log p, the single-accumulation operation
can be performed in log p time steps using a spanning tree, see Sect. 4.3.1. Again,
each step for sending a data value to a neighboring node and the local addition takes
time α + β so that the communication time log p(α + β) results. In total, the parallel
execution time is
T (n, p) =

2nα
+ log p · (α + β) .
p

(4.14)

This function shows a slightly different behavior of the overhead than Function
(4.13). The communication overhead increases with the factor log p. The optimal
number of processors is again determined by using the derivatives of T ( p) ≡
T (n, p). The first derivative (using log p = ln p/ ln 2 with the natural logarithm) is
T  ( p) = −

2nα
1 1
.
+ (α + β)
2
p
p ln 2

For T  ( p) = 0, we get the necessary condition p ∗ =
1 α+β
p2 ln2

∗

2nα ln 2
.
α+β

Since T  ( p) =
∗

4nα
p3

−

> 0 for p , the function T ( p) has a minimum at p . This shows that the
optimal number of processors increases with increasing n. This is faster than for the
linear array and is caused by the faster implementation of the single-accumulation
operation.

4.4.2 Parallel Matrix–Vector Product
The parallel implementation of the matrix–vector product A · b = c with A ∈ Rn×n
and b ∈ Rn can be performed with a row-oriented distribution of the matrix A or
with column-oriented distribution of matrix A, see Sect. 3.6. For deriving a function
describing the parallel execution time, we assume that n is a multiple of the number
of processors p with r = np and that an arithmetic operation needs α time units.
• For an implementation using a row-oriented distribution of blocks of rows, processor Pk stores the rows i with r · (k − 1) + 1 ≤ i ≤ r · k of matrix A and
computes the elements
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ci =

n


ai j · b j

j=1

of the result vector c. For each of these r values, the computation needs n multiplication and n − 1 addition operations so that approximately the computation
time 2nr α is needed. The vector b is replicated for this computation. If the result
vector c has to be replicated as well, a multi-broadcast operation is performed,
for which each processor Pk , k = 1, . . . , p, provides r = np elements.
• For an implementation with column-oriented distribution of blocks of columns,
processor Pk stores the columns j with r ·(k−1)+1 ≤ j ≤ r ·k of matrix A as well
as the corresponding elements of b and computes a partial linear combination,
i.e., Pk computes n partial sums dk1 , . . . , dkn with
dk j =

r ·k


a jl bl .

l=r ·(k−1)+1

The computation of each dk j needs r multiplications and r − 1 additions so that
for all n values the approximate computation time n2r α results. A final multiaccumulation operation with addition as reduction operation computes the final
result c. Each processor Pk adds the values d1 j , . . . , dn j for (k − 1) · r + 1 ≤ j ≤
k · r , i.e., Pk performs an accumulation with blocks of size r and vector c results
in a blockwise distribution.
2

Thus, both implementation variants have the same execution time 2 np α. Also, the
communication time is asymptotically identical, since multi-broadcast and multiaccumulation are dual operations, see Sect. 3.5. For determining a function for the
communication time, we assume that sending r floating-point values to a neighboring processor in the interconnection network needs β + r · γ time units and consider
the two networks, a linear array and a hypercube.
4.4.2.1 Linear Array
In the linear array with p processors, a multi-broadcast operation (or a multiaccumulation) operation can be performed in p steps in each of which messages of
size r are sent. This leads to a communication time p(β + r · γ ). Since the message
size in this example is r = np , the following parallel execution time results:
T (n, p) =



n
2n 2
2n 2
α+ p· β + ·γ =
α+ p·β +n·γ .
p
p
p

This function shows that the computation time decreases with increasing p but the
communication time increases linearly with increasing p, which is similar as for the
scalar product. But in contrast to the scalar product, the computation time increases
quadratically with the system size n, whereas the communication time increases
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only linearly with the system size n. Thus, the relative communication overhead is
smaller. Still, for a fixed number n, only a limited number of processors p leads to
an increasing speedup.
To determine the optimal number p ∗ of processors, we again consider the derivatives of T ( p) ≡ T (n, p). The first derivative is
T  ( p) = −

2n 2 α
+β ,
p2

*
√
for which T  ( p) = 0 √
leads to p ∗ = 2αn 2 /β = n · 2α/β . Since T  ( p) =
4αn 2 / p 3 , we get T  (n 2α/β) > 0 so that p ∗ is a minimum of T ( p). This shows
that the optimal number of processors increases linearly with n.

4.4.2.2 Hypercube
In a log p-dimensional hypercube, a multi-broadcast (or a multi-accumulation)
operation needs p/ log p steps, see Sect. 4.3, with β + r · γ time units in each
step. This leads to a parallel execution time:
p
2αn 2
+
(β + r · γ )
p
log p
2αn 2
p
γn
=
+
·β +
.
p
log p
log p

T (n, p) =

The first derivative of T ( p) ≡ T (n, p) is
T  ( p) = −

β
γn
2αn 2
β
−
−
.
+
2
2
p
log p log p ln 2
p · log2 p ln 2

For T  ( p) = 0 the equation
−2αn 2 log2 p + βp 2 log p − βp 2

1
1
− γ np
=0
ln 2
ln 2

needs to be fulfilled. This equation cannot be solved analytically, so that the number
of optimal processors p ∗ cannot be expressed in closed form. This is a typical situation for the analysis of functions for the parallel execution time, and approximations
are used. In this specific case, the function for the linear array can be used since the
hypercube can be embedded into a linear array. This means that the matrix–vector
product on a hypercube is at least as fast as on the linear array.
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4.5 Parallel Computational Models
A computational model of a computer system describes at an abstract level which
basic operations can be performed when the corresponding actions take effect and
how data elements can be accessed and stored [14]. This abstract description does
not consider details of a hardware realization or a supporting runtime system. A
computational model can be used to evaluate algorithms independently of an implementation in a specific programming language and of the use of a specific computer
system. To be useful, a computational model must abstract from many details of a
specific computer system while on the other hand it should capture those characteristics of a broad class of computer systems which have a larger influence on the
execution time of algorithms.
To evaluate a specific algorithm in a computational model, its execution according to the computational model is considered and analyzed concerning a specific
aspect of interest. This could, for example, be the number of operations that must
be performed as a measure for the resulting execution time or the number of data
elements that must be stored as a measure for the memory consumption, both in
relation to the size of the input data. In the following, we give a short overview of
popular parallel computational models, including the PRAM model, the BSP model,
and the LogP model. More information on computational models can be found in
[156].

4.5.1 PRAM Model
The theoretical analysis of sequential algorithms is often based on the RAM (Random Access Machine) model which captures the essential features of traditional
sequential computers. The RAM model consists of a single processor and a memory with a sufficient capacity. Each memory location can be accessed in a random
(direct) way. In each time step, the processor performs one instruction as specified
by a sequential algorithm. Instructions for (read or write) access to the memory as
well as for arithmetic or logical operations are provided. Thus, the RAM model
provides a simple model which abstracts from many details of real computers, like a
fixed memory size, existence of a memory hierarchy with caches, complex addressing modes, or multiple functional units. Nevertheless, the RAM model can be used
to perform a runtime analysis of sequential algorithms to describe their asymptotic
behavior, which is also meaningful for real sequential computers.
The RAM model has been extended to the PRAM (Parallel Random Access
Machine) model to analyze parallel algorithms [53, 98, 123]. A PRAM consists
of a bounded set of identical processors {P1 , . . . , Pn }, which are controlled by a
global clock. Each processor is a RAM and can access the common memory to read
and write data. All processors execute the same program synchronously. Besides the
common memory of unbounded size, there is a local memory for each processor to
store private data. Each processor can access any location in the common memory
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in unit time, which is the same time needed for an arithmetic operation. The PRAM
executes computation steps one after another. In each step, each processor (a) reads
data from the common memory or its private memory (read phase), (b) performs a
local computation, and (c) writes a result back into the common memory or into its
private memory (write phase). It is important to note that there is no direct connection between the processors. Instead, communication can only be performed via the
common memory.
Since each processor can access any location in the common memory, memory access conflicts can occur when multiple processors access the same memory
location at the same time. Such conflicts can occur in both the read phase and the
write phase of a computation step. Depending on how these read conflicts and write
conflicts are handled, several variants of the PRAM model are distinguished. The
EREW (exclusive read, exclusive write) PRAM model forbids simultaneous read
accesses as well as simultaneous write accesses to the same memory location by
more than one processor. Thus, in each step, each processor must read from and
write into a different memory location as the other processors. The CREW (concurrent read, exclusive write) PRAM model allows simultaneous read accesses by
multiple processors to the same memory location in the same step, but simultaneous
write accesses are forbidden within the same step. The ERCW (exclusive read,
concurrent write) PRAM model allows simultaneous write accesses, but forbids
simultaneous read accesses within the same step. The CRCW (concurrent read,
concurrent write) PRAM model allows both simultaneous read and write accesses
within the same step. If simultaneous write accesses are allowed, write conflicts to
the same memory location must be resolved to determine what happens if multiple
processors try to write to the same memory location in the same step. Different
resolution schemes have been proposed:
(1) The common model requires that all processors writing simultaneously to a
common location write the same value.
(2) The arbitrary model allows an arbitrary value to be written by each processor;
if multiple processors simultaneously write to the same location, an arbitrarily
chosen value will succeed.
(3) The combining model assumes that the values written simultaneously to the
same memory location in the same step are combined by summing them up and
the combined value is written.
(4) The priority model assigns priorities to the processors and in the case of simultaneous writes the processor with the highest priority succeeds.
In the PRAM model, the cost of an algorithm is defined as the number of PRAM
steps to be performed for the execution of an algorithm. As described above, each
step consists of a read phase, a local computation, and a write phase. Usually,
the costs are specified as asymptotic execution time with respect to the size of
the input data. The theoretical PRAM model has been used as a concept to build
the SB-PRAM as a real parallel machine which behaves like the PRAM model
[1, 101]. This machine is an example for simultaneous multi-threading, since the
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unit memory access time has been reached by introducing logical processors which
are simulated in a round-robin fashion and, thus, hide the memory latency.
A useful class of operations for PRAM models or PRAM-like machines is the
multi-prefix operations which can be defined for different basic operations. We consider an MPADD operation as example. This operation works on a variable s in the
common memory. The variable s is initialized to the value o. Each of the processors
Pi , i = 1, . . . , n, participating in the operation provides a value oi . The operation is
synchronously executed and has the effect that processor P j obtains the value
o+

j−1


oi .

i=1

n
oi . Multi-prefix operAfter the operation, the variable s has the value o + i=1
ations can be used for the implementation of synchronization operations and parallel data structures that can be accessed by multiple processors simultaneously
without causing race conditions [76]. For an efficient implementation, hardware
support or even a hardware implementation for multi-prefix operations is useful
as has been provided by the SB-PRAM prototype [1]. Multi-prefix operations are
also useful for the implementation of a parallel task pool providing a dynamic load
balancing for application programs with an irregular computational behavior, see
[76, 102, 141, 149]. An example for such an application is the Cholesky factorization for sparse matrices for which the computational behavior depends on the
sparsity structure of the matrix to be factorized. Section 7.5 gives a detailed description of this application. The implementation of task pools in Pthreads is considered
in Sect. 6.1.6.
A theoretical runtime analysis based on the PRAM model provides useful information on the asymptotic behavior of parallel algorithms. But the PRAM model
has its limitations concerning a realistic performance estimation of application programs on real parallel machines. One of the main reasons for these limitations is
the assumption that each processor can access any location in the common memory
in unit time. Real parallel machines do not provide memory access in unit time.
Instead, large variations in memory access time often occur, and accesses to a global
memory or to the local memory of other processors are usually much slower than
accesses to the local memory of the accessing processor. Moreover, real parallel
machines use a memory hierarchy with several levels of caches with different access
times. This cannot be modeled with the PRAM model. Therefore, the PRAM model
cannot be used to evaluate the locality behavior of the memory accesses of a parallel
application program. Other unrealistic assumptions of the PRAM model are the synchronous execution of the processors and the absence of collisions when multiple
processors access the common memory simultaneously. Because of these structures,
several extensions of the original PRAM model have been proposed. The missing
synchronicity of instruction execution in real parallel machines is addressed in the
phase PRAM model [66], in which the computations are partitioned into phases
such that the processors work asynchronously within the phases. At the end of each
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phase, a barrier synchronization is performed. The delay PRAM model [136] tries
to model delays in memory access times by introducing a communication delay
between the time at which a data element is produced by a processor and the time
at which another processor can use this data element. A similar approach is used for
the local memory PRAM and the block PRAM model [4, 5]. For the block PRAM,
each access to the common memory takes time l + b, where l is a startup time and
b is the size of the memory block addressed. A more detailed description of PRAM
models can be found in [29].

4.5.2 BSP Model
None of the PRAM models proposed has really been able to capture the behavior
of real parallel machines for a large class of application areas in a satisfactory way.
One of the reasons is that there is a large variety of different architectures for parallel
machines and the architectures are steadily evolving. To avoid that the computational model design constantly drags behind the development of parallel computer
architecture, the BSP model (bulk synchronously parallel) has been proposed as
a bridging model between hardware architecture and software development [171].
The idea is to provide a standard on which both hardware architects and software
developers can agree. Thus, software development can be decoupled from the details
of a specific architecture, and software does not have to be adapted when porting it
to a new parallel machine.
The BSP model is an abstraction of a parallel machine with a physically
distributed memory organization. Communication between the processors is not
performed as separate point-to-point transfers, but is bundled in a step-oriented way.
In the BSP model, a parallel computer consists of a number of components (processors), each of which can perform processing or memory functions. The components
are connected by a router (interconnection network) which can send point-to-point
messages between pairs of components. There is also a synchronization unit, which
supports the synchronization of all or a subset of the components. A computation
in the BSP model consists of a sequence of supersteps, see Fig. 4.8 for an illustration. In each superstep, each component performs local computations and can
participate in point-to-point message transmissions. A local computation can be
performed in one time unit. The effect of message transmissions becomes visible
in the next time step, i.e., a receiver of a message can use the received data not
before the next superstep. At the end of each superstep, a barrier synchronization
is performed. There is a periodicity parameter L which determines the length of the
supersteps in time units. Thus, L determines the granularity of the computations.
The BSP model allows that the value of L can be controlled by the program to be
executed, even at runtime. There may be a lower bound for L given by the hardware.
The parallel program to be executed should set an upper bound for L such that in
each superstep, computations with approximately L steps can be assigned to each
processor.
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global communication
barrier synchronization
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virtual processors
Fig. 4.8 In the BSP model, computations are performed in supersteps where each superstep consists of three phases: (1) simultaneous local computations of each processor, (2) communication
operations for data exchange between processors, and (3) a barrier synchronization to terminate
the communication operations and to make the data sent visible to the receiving processors. The
communication pattern shown for the communication phase represents an h-relation with h = 3

In each superstep, the router can implement arbitrary h-relations capturing communication patterns, where each processor sends or receives at most h messages. A
computation in the BSP model can be characterized by four parameters [89]:
• p: the number of (virtual) processors used within the supersteps to perform computations;
• s: the execution speed of the processors expressed as the number of computation
steps per seconds that each processor can perform, where each computation step
performs an (arithmetic or logical) operation on a local data element;
• l: the number of steps required for the execution of a barrier synchronization;
• g: the number of steps required on the average for the transfer of a memory word
in the context of an h-relation.
The parameter g is determined such that the execution of an h-relation with m
words per message takes l · m · g steps. For a real parallel computer, the value of
g depends not only on the bisection bandwidth of the interconnection network, see
p. 30, but also on the communication protocol used and on the implementation of
the communication library. The value of l is influenced not only by the diameter of
the interconnection network, but also by the implementation of the communication
library. Both l and g can be determined by suitable benchmark programs. Only p, l,
and g are independent parameters; the value of s is used for the normalization of the
values of l and g.
The execution time of a BSP program is specified as the sum of the execution
times of the supersteps which are performed for executing the program. The execution time Tsuperstep of a single superstep consists of three terms: (1) the maximum
of the execution time wi for performing local computations of processor Pi , (2) the
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time for global communication for the implementation of an h-relation, and (3) the
time for the barrier synchronization at the end of each superstep. This results in
Tsuperstep = max wi + h · g + l.
processors

The BSP model is a general model that can be used as a basis for different
programming models. To support the development of efficient parallel programs
with the BSP model, the BSPLib library has been developed [74, 89], which provides operations for the initialization of a superstep, for performing communication
operations, and for participating in the barrier synchronization at the end of each
superstep.
The BSP model has been extended to the Multi-BSP model, which extends the
original BSP model to capture important characteristics of modern architectures, in
particular multicore architectures [172]. In particular, the model is extended to a
hierarchical model with an arbitrary number d of levels modeling multiple memory
and cache levels. Moreover, at each level the memory size is incorporated as an additional parameter. The entire model is based on a tree of depth d with memory/caches
at the internal nodes and processors at the leaves.

4.5.3 LogP Model
In [34], several concerns about the BSP model are formulated. First, the length
of the supersteps must be sufficiently large to accommodate arbitrary h-relations.
This has the effect that the granularity cannot be decreased below a certain value.
Second, messages sent within a superstep can only be used in the next superstep,
even if the interconnection network is fast enough to deliver messages within the
same superstep. Third, the BSP model expects hardware support for synchronization
at the end of each superstep. Such support may not be available for some parallel
machines. Because of these concerns, the BSP model has been extended to the LogP
model to provide a more realistic modeling of real parallel machines.
Similar to the BSP model, the LogP model is based on the assumption that a
parallel computer consists of a set of processors with local memory that can communicate by exchanging point-to-point messages over an interconnection network.
Thus, the LogP model is also intended for the modeling of parallel computers
with a distributed memory. The communication behavior of a parallel computer is
described by four parameters:
• L (latency) is an upper bound on the latency of the network capturing the delay
observed when transmitting a small message over the network;
• o (overhead) is the management overhead that a processor needs for sending
or receiving a message; during this time, a processor cannot perform any other
operation;
• g (gap) is the minimum time interval between consecutive send or receive operations of a processor;
• P (processors) is the number of processors of the parallel machine.
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Fig. 4.9 Illustration of the
parameters of the LogP
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Figure 4.9 illustrates the meaning of these parameters [33]. All parameters except
P are measured in time units or as multiples of the machine cycle time. Furthermore
it is assumed that the network has a finite capacity which means that between any
pair of processors at most [L/g] messages are allowed to be in transmission at
any time. If a processor tries to send a message that would exceed this limit, it is
blocked until the message can be transmitted without exceeding the limit. The LogP
model assumes that the processors exchange small messages that do not exceed
a predefined size. Larger messages must be split into several smaller messages.
The processors work asynchronously with each other. The latency of any single
message cannot be predicted in advance, but is bounded by L if there is no blocking
because of the finite capacity. This includes that messages do not necessarily arrive
in the same order in which they have been sent. The values of the parameters L , o,
and g depend not only on the hardware characteristics of the network, but also on
the communication library and its implementation.
The execution time of an algorithm in the LogP model is determined by the maximum of the execution times of the participating processors. An access by a processor
P1 to a data element that is stored in the local memory of another processor P2 takes
time 2 · L + 4 · o; half of this time is needed to bring the data element from P2 to P1 ,
the other half is needed to bring the data element from P1 back to P2 . A sequence
of n messages can be transmitted in time L + 2 · o + (n − 1) · g, see Fig. 4.10.
A drawback of the original LogP model is that it is based on the assumption that
the messages are small and that only point-to-point messages are allowed. More
complex communication patterns must be assembled from point-to-point messages.
g
Fig. 4.10 Transmission of a
larger message as a sequence
of n smaller messages in the
LogP model. The
transmission of the last
smaller message is started at
time (n − 1) · g and reaches
its destination 2 · o + L time
units later
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Fig. 4.11 Illustration of the transmission of a message with n bytes in the LogGP model. The
transmission of the last byte of the message is started at time o + (n − 1) · G and reaches its
destination o + L time units later. Between the transmission of the last byte of a message and the
start of the transmission of the next message at least g time units must have elapsed

To release the restriction to small messages, the LogP model has been extended to
the LogGP model [10], which contains an additional parameter G (Gap per byte).
This parameter specifies the transmission time per byte for long messages. 1/G is
the bandwidth available per processor. The time for the transmission of a message
with n bytes takes time o + (n − 1)G + L + o, see Fig. 4.11.
The LogGP model has been successfully used to analyze the performance of
message-passing programs [9, 104]. The LogGP model has been further extended
to the LogGPS model [96] by adding a parameter S to capture synchronization that
must be performed when sending large messages. The parameter S is the threshold
for the message length above which a synchronization between sender and receiver
is performed before message transmission starts.

4.6 Exercises for Chap. 4
Exercise 4.1 We consider two processors P1 and P2 which have the same set of
instructions. P1 has a clock rate of 4 GHz, P2 has a clock rate of 2 GHz. The
instructions of the processors can be partitioned into three classes A, B, and C.
The following table specifies for each class the CPI values for both processors. We
assume that there are three compilers C1 , C2 , and C3 available for both processors.
We consider a specific program X . All three compilers generate machine programs
which lead to the execution of the same number of instructions. But the instruction
classes are represented with different proportions according to the following table:
Class CPI for P1

CPI for P2

C1 (%) C2 (%) C3 (%)

A
B
C

2
4
3

30
50
20

4
6
8

30
20
50

50
30
20

(a) If C1 is used for both processors, how much faster is P1 than P2 ?
(b) If C2 is used for both processors, how much faster is P2 than P2 ?
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(c) Which of the three compilers is best for P1 ?
(d) Which of the three compilers is best for P2 ?
Exercise 4.2 Consider the MIPS (Million Instructions Per Second) rate for estimating the performance of computer systems for a computer with instructions
I1 , . . . , Im . Let pk be the proportion with which instruction Ik (1 ≤ k ≤ m) is
represented in the machine program for a specific program X with 0 ≤ pk ≤ 1. Let
CPIk be the CPI value for Ik and let tc be the cycle time of the computer system in
nanoseconds (10−9 ).
(a) Show that the MIPS rate for program X can be expressed as
MIPS(X) =

1000
.
( p1 · CPI1 + · · · + pm CPIm ) · tc [ns]

(b) Consider a computer with a clock rate of 3.3 GHz. The CPI values and proportion of occurrence of the different instructions for program X are given in the
following table
Instruction Ik

pn

CPIn

Load and store
Integer add and subtract
Integer multiply and divide
Floating-point add and subtract
Floating-point multiply and divide
Logical operations
Branch instruction
Compare and shift

20.4
18.0
10.7
3.5
4.6
6.0
20.0
16.8

2.5
1
9
7
17
1
1.5
2

Compute the resulting MIPS rate for program X .
Exercise 4.3 There is a SPEC benchmark suite MPI2007 for evaluating the MPI
performance of parallel systems for floating-point, compute-intensive programs.
Visit the SPEC web page at www.spec.org and collect information on the benchmark programs included in the benchmark suite. Write a short summary for each of
the benchmarks with computations performed, programming language used, MPI
usage, and input description. What criteria were used to select the benchmarks?
Which information is obtained by running the benchmarks?
Exercise 4.4 There is a SPEC benchmark suite to evaluate the performance of parallel systems with a shared address space based on OpenMP applications. Visit the
SPEC web page at www.spec.org and collect information about this benchmark
suite. Which applications are included and what information is obtained by running
the benchmark?
Exercise 4.5 The SPEC CPU2006 is the standard benchmark suite to evaluate the
performance of computer systems. Visit the SPEC web page at www.spec.org
and collect the following information:
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(a) Which benchmark programs are used in CINT2006 to evaluate the integer
performance? Give a short characteristic of each of the benchmarks.
(b) Which benchmark programs are used in CFP2006 to evaluate the floating-point
performance? Give a short characteristic of each of the benchmarks.
(c) Which performance results have been submitted for your favorite desktop computer?
Exercise 4.6 Consider a ring topology and assume that each processor can transmit
at most one message at any time along an incoming or outgoing link (one-port communication). Show that the running time for a single-broadcast, a scatter operation,
or a multi-broadcast takes time Θ( p). Show that a total exchange needs time Θ( p 2 ).
Exercise 4.7 Give an algorithm for a scatter operation on a linear array which sends
the message from the root node for more distant nodes first and determine the
asymptotic running time.
Exercise 4.8 Given a two-dimensional mesh with wraparound arrows forming a
torus consisting of n ×n nodes. Construct spanning trees for a multi-broadcast operation according to the construction in Sect. 4.3.2.2, p. 174, and give a corresponding
algorithm for the communication operation which takes time (n 2 − 1)/4 for n odd
and n 2 /4 for n even [19].
√
Exercise 4.9 Consider a d-dimensional mesh network with d p processors in each
of the d dimensions. Show that a multi-broadcast operation requires at least
( p−1)/d steps to be implemented. Construct an algorithm for the implementation
of a multi-broadcast that performs the operation with this number of steps.
Exercise 4.10 Consider the construction of a spanning tree in Sect. 4.3.2, p. 173, and
Fig. 4.4. Use this construction to determine the spanning tree for a five-dimensional
hypercube network.
Exercise 4.11 For the construction of the spanning trees for the realization of a
multi-broadcast operation on a d-dimensional hypercube network, we have used
the relation


d
−d ≥d
k−1
for 2 < k < d and d ≥ 5, see Sect. 4.3.2, p. 180. Show by induction that this
relation
is true.


 
 
 
d
d −1
d −1
Hint : I tis
=
+
.
k−1
k−1
k−2
Exercise 4.12 Consider a complete binary tree with p processors [19].
a) Show that a single-broadcast operation takes time Θ(log p).
b) Give an algorithm for a scatter operation with time Θ( p). (Hint: Send the more
distant messages first.)
c) Show that an optimal algorithm for a multi-broadcast operation takes p − 1 time
steps.
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d) Show that a total exchange needs at least time Ω( p 2 ). (Hint: Count the number
of messages that must be transmitted along the incoming links of a node.)
e) Show that a total exchange needs at most time Ω( p 2 ). (Hint: Use an embedding
of a ring topology into the tree.)
Exercise 4.13 Consider a scalar product and a matrix–vector multiplication and
derive the formula for the running time on a mesh topology.
Exercise 4.14 Develop a runtime function to capture the execution time of a parallel
matrix–matrix computation C = A · B for a distributed address space. Assume a
hypercube network as interconnection. Consider the following distributions for A
and B:
(a) A is distributed in column-blockwise, B in row-blockwise order.
(b) Both A and B are distributed in checkerboard order.
Compare the resulting runtime functions and try to identify situations in which one
or the other distribution results in a faster parallel program.
Exercise 4.15 The multi-prefix operation leads to the effect that each participating
j−1

σi where processor Pi contributes values σi
processor P j obtains the value σ +
i=1

and σ is the initial value of the memory location used, see also p. 188. Illustrate the
effect of a multi-prefix operation with an exchange diagram similar to those used in
Sect. 3.5.2. The effect of multi-prefix operations can be used for the implementation
of parallel loops where each processor gets iterations to be executed. Explain this
usage in more detail.

