Chapter 3

Parallel Programming Models

The coding of a parallel program for a given algorithm is strongly influenced by
the parallel computing system to be used. The term computing system comprises
all hardware and software components which are provided to the programmer and
which form the programmer’s view of the machine. The hardware architectural
aspects have been presented in Chap. 2. The software aspects include the specific operating system, the programming language and the compiler, or the runtime
libraries. The same parallel hardware can result in different views for the programmer, i.e., in different parallel computing systems when used with different software
installations. A very efficient coding can usually be achieved when the specific hardware and software installation is taken into account. But in contrast to sequential
programming there are many more details and diversities in parallel programming
and a machine-dependent programming can result in a large variety of different
programs for the same algorithm. In order to study more general principles in parallel programming, parallel computing systems are considered in a more abstract
way with respect to some properties, like the organization of memory as shared or
private. A systematic way to do this is to consider models which step back from
details of single systems and provide an abstract view for the design and analysis of
parallel programs.

3.1 Models for Parallel Systems
In the following, the types of models used for parallel processing according to [87]
are presented. Models for parallel processing can differ in their level of abstraction. The four basic types are machine models, architectural models, computational
models, and programming models. The machine model is at the lowest level of
abstraction and consists of a description of hardware and operating system, e.g.,
the registers or the input and output buffers. Assembly languages are based on
this level of models. Architectural models are at the next level of abstraction.
Properties described at this level include the interconnection network of parallel
platforms, memory organization, synchronous or asynchronous processing, and execution mode of single instructions by SIMD or MIMD.
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The computational model (or model of computation) is at the next higher
level of abstraction and offers an abstract or more formal model of a corresponding architectural model. It provides cost functions reflecting the time needed for
the execution of an algorithm on the resources of a computer given by an architectural model. Thus, a computational model provides an analytical method for
designing and evaluating algorithms. The complexity of an algorithm should reflect
the performance on a real computer. For sequential computing, the RAM (random
access machine) model is a computational model for the von Neumann architectural
model. The RAM model describes a sequential computer by a memory and one
processor accessing the memory. The memory consists of an unbounded number
of memory locations each of which can contain an arbitrary value. The processor executes a sequential algorithm consisting of a sequence of instructions step
by step. Each instruction comprises the load of data from memory into registers,
the execution of an arithmetic or logical operation, and the storing of the result
into memory. The RAM model is suitable for theoretical performance prediction
although real computers have a much more diverse and complex architecture. A
computational model for parallel processing is the PRAM (parallel random access
machine) model, which is a generalization of the RAM model and is described in
Chap. 4.
The programming model is at the next higher level of abstraction and describes
a parallel computing system in terms of the semantics of the programming language or programming environment. A parallel programming model specifies the
programmer’s view on parallel computer by defining how the programmer can code
an algorithm. This view is influenced by the architectural design and the language,
compiler, or the runtime libraries and, thus, there exist many different parallel programming models even for the same architecture. There are several criteria by which
the parallel programming models can differ:
• the level of parallelism which is exploited in the parallel execution (instruction
level, statement level, procedural level, or parallel loops);
• the implicit or user-defined explicit specification of parallelism;
• the way how parallel program parts are specified;
• the execution mode of parallel units (SIMD or SPMD, synchronous or asynchronous);
• the modes and pattern of communication among computing units for the exchange
of information (explicit communication or shared variables);
• synchronization mechanisms to organize computation and communication between
parallel units.
Each parallel programming language or environment implements the criteria
given above and there is a large number of different possibilities for combination.
Parallel programming models provide methods to support the parallel programming.
The goal of a programming model is to provide a mechanism with which the
programmer can specify parallel programs. To do so, a set of basic tasks must be
supported. A parallel program specifies computations which can be executed in parallel. Depending on the programming model, the computations can be defined at

3.1

Models for Parallel Systems

95

different levels: A computation can be (i) a sequence of instructions performing
arithmetic or logical operations, (ii) a sequence of statements where each statement may capture several instructions, or (iii) a function or method invocation
which typically consists of several statements. Many parallel programming models
provide the concept of parallel loops; the iterations of a parallel loop are independent of each other and can therefore be executed in parallel, see Sect. 3.3.3
for an overview. Another concept is the definition of independent tasks (or modules) which can be executed in parallel and which are mapped to the processors
of a parallel platform such that an efficient execution results. The mapping may
be specified explicitly by the programmer or performed implicitly by a runtime
library.
A parallel program is executed by the processors of a parallel execution environment such that on each processor one or multiple control flows are executed.
Depending on the specific coordination, these control flows are referred to as processes or threads. The thread concept is a generalization of the process concept:
A process can consist of several threads which share a common address space
whereas each process works on a different address space. Which of these two concepts is more suitable for a given situation depends on the physical memory organization of the execution environment. The process concept is usually suitable for
distributed memory organizations whereas the thread concept is typically used for
shared memory machines, including multicore processors. In the following chapters,
programming models based on the process or thread concept are discussed in more
detail.
The processes or threads executing a parallel program may be created statically
at program start. They may also be created during program execution according
to the specific execution needs. Depending on the execution and synchronization
modi supported by a specific programming model, there may or may not exist a
hierarchical relation between the threads or processes. A fixed mapping from the
threads or processes to the execution cores or processors of a parallel system may
be used. In this case, a process or thread cannot be migrated to another processor
or core during program execution. The partitioning into tasks and parallel execution modes for parallel programs are considered in more detail in Sects. 3.2–3.3.6.
Data distributions for structured data types like vectors or matrices are considered
in Sect. 3.4.
An important classification for parallel programming models is the organization
of the address space. There are models with a shared or distributed address space,
but there are also hybrid models which combine features of both memory organizations. The address space has a significant influence on the information exchange
between the processes or threads. For a shared address space, shared variables are
often used. Information exchange can be performed by write or read accesses of
the processors or threads involved. For a distributed address space, each process
has a local memory, but there is no shared memory via which information or data
could be exchanged. Therefore, information exchange must be performed by additional message-passing operations to send or receive messages containing data or
information. More details will be given in Sect. 3.5.
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3.2 Parallelization of Programs
The parallelization of a given algorithm or program is typically performed on the
basis of the programming model used. Independent of the specific programming
model, typical steps can be identified to perform the parallelization. In this section,
we will describe these steps. We assume that the computations to be parallelized are
given in the form of a sequential program or algorithm. To transform the sequential
computations into a parallel program, their control and data dependencies have to
be taken into consideration to ensure that the parallel program produces the same
results as the sequential program for all possible input values. The main goal is
usually to reduce the program execution time as much as possible by using multiple
processors or cores. The transformation into a parallel program is also referred to
as parallelization. To perform this transformation in a systematic way, it can be
partitioned into several steps:
1. Decomposition of the computations: The computations of the sequential algorithm are decomposed into tasks, and dependencies between the tasks are determined. The tasks are the smallest units of parallelism. Depending on the target
system, they can be identified at different execution levels: instruction level,
data parallelism, or functional parallelism, see Sect. 3.3. In principle, a task is
a sequence of computations executed by a single processor or core. Depending
on the memory model, a task may involve accesses to the shared address space
or may execute message-passing operations. Depending on the specific application, the decomposition into tasks may be done in an initialization phase at
program start (static decomposition), but tasks can also be created dynamically
during program execution. In this case, the number of tasks available for execution can vary significantly during the execution of a program. At any point
in program execution, the number of executable tasks is an upper bound on the
available degree of parallelism and, thus, the number of cores that can be usefully employed. The goal of task decomposition is therefore to generate enough
tasks to keep all cores busy at all times during program execution. But on the
other hand, the tasks should contain enough computations such that the task
execution time is large compared to the scheduling and mapping time required
to bring the task to execution. The computation time of a task is also referred
to as granularity: Tasks with many computations have a coarse-grained granularity, tasks with only a few computations are fine-grained. If task granularity is
too fine-grained, the scheduling and mapping overhead is large and constitutes
a significant amount of the total execution time. Thus, the decomposition step
must find a good compromise between the number of tasks and their granularity.
2. Assignment of tasks to processes or threads: A process or a thread represents
a flow of control executed by a physical processor or core. A process or thread
can execute different tasks one after another. The number of processes or threads
does not necessarily need to be the same as the number of physical processors or
cores, but often the same number is used. The main goal of the assignment step
is to assign the tasks such that a good load balancing results, i.e., each process
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or thread should have about the same number of computations to perform. But
the number of memory accesses (for shared address space) or communication
operations for data exchange (for distributed address space) should also be taken
into consideration. For example, when using a shared address space, it is useful
to assign two tasks which work on the same data set to the same thread, since this
leads to a good cache usage. The assignment of tasks to processes or threads is
also called scheduling. For a static decomposition, the assignment can be done
in the initialization phase at program start (static scheduling). But scheduling can
also be done during program execution (dynamic scheduling).
3. Mapping of processes or threads to physical processes or cores: In the simplest case, each process or thread is mapped to a separate processor or core, also
called execution unit in the following. If less cores than threads are available,
multiple threads must be mapped to a single core. This mapping can be done by
the operating system, but it could also be supported by program statements. The
main goal of the mapping step is to get an equal utilization of the processors or
cores while keeping communication between the processors as small as possible.
The parallelization steps are illustrated in Fig. 3.1.
process 1

process 2
partitioning

scheduling

process 3
P1

P2

P3

P4

process 4
mapping

Fig. 3.1 Illustration of typical parallelization steps for a given sequential application algorithm.
The algorithm is first split into tasks, and dependencies between the tasks are identified. These
tasks are then assigned to processes by the scheduler. Finally, the processes are mapped to the
physical processors P1, P2, P3, and P4

In general, a scheduling algorithm is a method to determine an efficient execution order for a set of tasks of a given duration on a given set of execution units. Typically, the number of tasks is much larger than the number of execution units. There
may be dependencies between the tasks, leading to precedence constraints. Since
the number of execution units is fixed, there are also capacity constraints. Both
types of constraints restrict the schedules that can be used. Usually, the scheduling
algorithm considers the situation that each task is executed sequentially by one processor or core (single-processor tasks). But in some models, a more general case is
also considered which assumes that several execution units can be employed for a
single task (parallel tasks), thus leading to a smaller task execution time. The overall
goal of a scheduling algorithm is to find a schedule for the tasks which defines for
each task a starting time and an execution unit such that the precedence and capacity
constraints are fulfilled and such that a given objective function is optimized. Often,
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the overall completion time (also called makespan) should be minimized. This is the
time elapsed between the start of the first task and the completion of the last task of
the program. For realistic situations, the problem of finding an optimal schedule is
NP-complete or NP-hard [62]. A good overview of scheduling algorithms is given
in [24].
Often, the number of processes or threads is adapted to the number of execution
units such that each execution unit performs exactly one process or thread, and there
is no migration of a process or thread from one execution unit to another during execution. In these cases, the terms “process” and “processor” or “thread” and “core”
are used interchangeably.

3.3 Levels of Parallelism
The computations performed by a given program provide opportunities for parallel
execution at different levels: instruction level, statement level, loop level, and function level. Depending on the level considered, tasks of different granularity result.
Considering the instruction or statement level, fine-grained tasks result when a small
number of instructions or statements are grouped to form a task. On the other hand,
considering the function level, tasks are coarse-grained when the functions used
to form a task comprise a significant amount of computations. On the loop level
medium-grained tasks are typical, since one loop iteration usually consists of several statements. Tasks of different granularity require different scheduling methods
to use the available potential of parallelism. In this section, we give a short overview
of the available degree of parallelism at different levels and how it can be exploited
in different programming models.

3.3.1 Parallelism at Instruction Level
Multiple instructions of a program can be executed in parallel at the same time,
if they are independent of each other. In particular, the existence of one of the
following data dependencies between instructions I1 and I2 inhibits their parallel
execution:
• Flow dependency (also called true dependency): There is a flow dependency
from instruction I1 to I2 , if I1 computes a result value in a register or variable
which is then used by I2 as operand.
• Anti-dependency: There is an anti-dependency from I1 to I2 , if I1 uses a register
or variable as operand which is later used by I2 to store the result of a computation.
• Output dependency: There is an output dependency from I1 to I2 , if I1 and I2
use the same register or variable to store the result of a computation.
Figure 3.2 shows examples of the different dependency types [179]. In all three
cases, instructions I1 and I2 cannot be executed in opposite order or in parallel,
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I1: R1 R2+R3
I2: R5 R1+R4

I1: R1
I2: R2

R2+R3
R4+R5

flow dependency

anti dependency

I1: R1
I2: R1

R2+R3
R4+R5

output dependency

Fig. 3.2 Different types of data dependencies between instructions using registers R1 , . . . , R5 . For
each type, two instructions are shown which assign a new value to the registers on the left-hand
side (represented by an arrow). The new value results by applying the operation on the right-hand
side to the register operands. The register causing the dependence is underlined

since this would result in an erroneous computation: For the flow dependence, I2
would use an old value as operand if the order is reversed. For the anti-dependence,
I1 would use the wrong value computed by I2 as operand, if the order is reversed. For
the output dependence, the subsequent instructions would use a wrong value for R1 ,
if the order is reversed. The dependencies between instructions can be illustrated
by a data dependency graph. Figure 3.3 shows the data dependency graph for a
sequence of instructions.

I1: R1
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I4: B
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Fig. 3.3 Data dependency graph for a sequence I1 , I2 , I3 , I4 of instructions using registers
R1 , R2 , R3 and memory addresses A, B. The edges representing a flow dependency are annotated with δ f . Edges for anti-dependencies and output dependencies are annotated with δ a and
δ o , respectively. There is a flow dependence from I1 to I2 and to I4 , since these two instructions
use register R1 as operand. There is an output dependency from I1 to I3 , since both instructions
use the same output register. Instruction I2 has an anti-dependency to itself caused by R2 . The
flow dependency from I3 to I4 is caused by R1 . Finally, there is an anti-dependency from I2 to I3
because of R1

Superscalar processors with multiple functional units can execute several instructions in parallel. They employ a dynamic instruction scheduling realized in hardware, which extracts independent instructions from a sequential machine program
by checking whether one of the dependence types discussed above exists. These
independent instructions are then assigned to the functional units for execution.
For VLIW processors, static scheduling by the compiler is used to identify independent instructions and to arrange a sequential flow of instructions in appropriate
long instruction words such that the functional units are explicitly addressed. For
both cases, a sequential program is used as input, i.e., no explicit specification of
parallelism is used. Appropriate compiler techniques like software pipelining and
trace scheduling can help to rearrange the instructions such that more parallelism
can be extracted, see [48, 12, 7] for more details.
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3.3.2 Data Parallelism
In many programs, the same operation must be applied to different elements of a
larger data structure. In the simplest case, this could be an array structure. If the
operations to be applied are independent of each other, this could be used for parallel execution: The elements of the data structure are distributed evenly among the
processors and each processor performs the operation on its assigned elements. This
form of parallelism is called data parallelism and can be used in many programs,
especially from the area of scientific computing. To use data parallelism, sequential programming languages have been extended to data-parallel programming
languages. Similar to sequential programming languages, one single control flow
is used, but there are special constructs to express data-parallel operations on data
structures like arrays. The resulting execution scheme is also referred to as SIMD
model, see Sect. 2.2.
Often, data-parallel operations are only provided for arrays. A typical example
is the array assignments of Fortran 90/95, see [49, 175, 122]. Other examples for
data-parallel programming languages are C* and data-parallel C [82], PC++ [22],
DINO [151], and High-Performance Fortran (HPF) [54, 57]. An example for an
array assignment in Fortran 90 is
a(1:n) = b(0:n-1) + c(1:n).

The computations performed by this assignment are identical to those computed by
the following loop:
for (i=1:n)
a(i) = b(i-1) + c(i)
endfor.
Similar to other data-parallel languages, the semantics of an array assignment in
Fortran 90 is defined as follows: First, all array accesses and operations on the
right-hand side of the assignment are performed. After the complete right-hand side
is computed, the actual assignment to the array elements on the left-hand side is
performed. Thus, the following array assignment
a(1:n) = a(0:n-1) + a(2:n+1)
is not identical to the loop
for (i=1:n)
a(i) = a(i-1) + a(i+1)
endfor.
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The array assignment uses the old values of a(0:n-1) and a(2:n+1) whereas
the for loop uses the old value only for a(i+1); for a(i-1) the new value is
used, which has been computed in the preceding iteration.
Data parallelism can also be exploited for MIMD models. Often, the SPMD
model (Single Program Multiple Data) is used which means that one parallel program is executed by all processors in parallel. Program execution is performed asynchronously by the participating processors. Using the SPMD model, data parallelism
results if each processor gets a part of a data structure for which it is responsible.
For example, each processor could get a part of an array identified by a lower and
an upper bound stored in private variables of the processor. The processor ID can
be used to compute for each processor its part assigned. Different data distributions
can be used for arrays, see Sect. 3.4 for more details. Figure 3.4 shows a part of an
SPMD program to compute the scalar product of two vectors.
In practice, most parallel programs are SPMD programs, since they are usually
easier to understand than general MIMD programs, but provide enough expressiveness to formulate typical parallel computation patterns. In principle, each processor
can execute a different program part, depending on its processor ID. Most parallel
programs shown in the rest of the book are SPMD programs.
Data parallelism can be exploited for both shared and distributed address spaces.
For a distributed address space, the program data must be distributed among the
processors such that each processor can access the data that it needs for its computations directly from its local memory. The processor is then called the owner of its
local data. Often, the distribution of data and computation is done in the same way
such that each processor performs the computations specified in the program on the

Fig. 3.4 SPMD program to compute the scalar product of two vectors x and y. All variables are
assumed to be private, i.e., each processor can store a different value in its local instance of a
variable. The variable p is assumed to be the number of participating processors, me is the rank
of the processor, starting from rank 0. The two arrays x and y with size elements each and the
corresponding computations are distributed blockwise among the processors. The size of a data
block of each processor is computed in local size, the lower and upper bounds of the local data
block are stored in local lower and local upper, respectively. For simplicity, we assume
that size is a multiple of p. Each processor computes in local sum the partial scalar product for
its local data block of x and y. These partial scalar products are accumulated with the reduction
function Reduce() at processor 0. Assuming a distribution address space, this reduction can
be obtained by calling the MPI function MPI Reduce(&local sum, &global sum, 1,
MPI FLOAT, MPI SUM, 0, MPI COMM WORLD), see Sect. 5.2
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data that it stores in its local memory. This is called owner-computes rule, since
the owner of the data performs the computations on this data.

3.3.3 Loop Parallelism
Many algorithms perform computations by iteratively traversing a large data structure. The iterative traversal is usually expressed by a loop provided by imperative
programming languages. A loop is usually executed sequentially which means that
the computations of the ith iteration are started not before all computations of the
(i − 1)th iteration are completed. This execution scheme is called sequential loop
in the following. If there are no dependencies between the iterations of a loop, the
iterations can be executed in arbitrary order, and they can also be executed in parallel
by different processors. Such a loop is then called a parallel loop. Depending on
their exact execution behavior, different types of parallel loops can be distinguished
as will be described in the following [175, 12].
3.3.3.1 forall Loop
The body of a forall loop can contain one or several assignments to array elements. If a forall loop contains a single assignment, it is equivalent to an array
assignment, see Sect. 3.3.2, i.e., the computations specified by the right-hand side
of the assignment are first performed in any order, and then the results are assigned
to their corresponding array elements, again in any order. Thus, the loop
forall (i = 1:n)
a(i) = a(i-1) + a(i+1)
endforall
is equivalent to the array assignment
a(1:n) = a(0:n-1) + a(2:n+1)
in Fortran 90/95. If the forall loop contains multiple assignments, these are executed one after another as array assignments, such that the next array assignment
is started not before the previous array assignment has been completed. A forall
loop is provided in Fortran 95, but not in Fortran 90, see [122] for details.
3.3.3.2 dopar Loop
The body of a dopar loop may not only contain one or several assignments to array
elements, but also other statements and even other loops. The iterations of a dopar
loop are executed by multiple processors in parallel. Each processor executes its
iterations in any order one after another. The instructions of each iteration are executed sequentially in program order, using the variable values of the initial state
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before the dopar loop is started. Thus, variable updates performed in one iteration
are not visible to the other iterations. After all iterations have been executed, the
updates of the single iterations are combined and a new global state is computed. If
two different iterations update the same variable, one of the two updates becomes
visible in the new global state, resulting in a non-deterministic behavior.
The overall effect of forall and dopar loops with the same loop body may
differ if the loop body contains more than one statement. This is illustrated by the
following example [175].
Example We consider the following three loops:
for (i=1:4)
a(i)=a(i)+1
b(i)=a(i-1)+a(i+1)
endfor

forall (i=1:4)
a(i)=a(i)+1
b(i)=a(i-1)+a(i+1)
endforall

dopar (i=1:4)
a(i)=a(i)+1
b(i)=a(i-1)+a(i+1)
enddopar

In the sequential for loop, the computation of b(i) uses the value of a(i-1)
that has been computed in the preceding iteration and the value of a(i+1) valid
before the loop. The two statements in the forall loop are treated as separate array
assignments. Thus, the computation of b(i) uses for both a(i-1) and a(i+1)
the new value computed by the first statement. In the dopar loop, updates in one
iteration are not visible to the other iterations. Since the computation of b(i) does
not use the value of a(i) that is computed in the same iteration, the old values
are used for a(i-1) and a(i+1). The following table shows an example for the
values computed:
Start values
a(0)
a(1)
a(2)
a(3)
a(4)
a(5)

1
2
3
4
5
6

b(1)
b(2)
b(3)
b(4)

After
for loop

After
forall loop

After
dopar loop

4
7
9
11

5
8
10
11

4
6
8
10


A dopar loop in which an array element computed in an iteration is only used in
that iteration is sometimes called doall loop. The iterations of such a doall
loop are independent of each other and can be executed sequentially, or in parallel
in any order without changing the overall result. Thus, a doall loop is a parallel
loop whose iterations can be distributed arbitrarily among the processors and can be
executed without synchronization. On the other hand, for a general dopar loop, it
has to be made sure that the different iterations are separated, if a processor executes
multiple iterations of the same loop. A processor is not allowed to use array values
that it has computed in another iteration. This can be ensured by introducing temporary variables to store those array operands of the right-hand side that might cause
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conflicts and using these temporary variables on the right-hand side. On the lefthand side, the original array variables are used. This is illustrated by the following
example:
Example The following dopar loop
dopar (i=2:n-1)
a(i) = a(i-1) + a(i+1)
enddopar
is equivalent to the following program fragment
doall (i=2:n-1)
t1(i) = a(i-1)
t2(i) = a(i+1)
enddoall
doall (i=2:n-1)
a(i) = t1(i) + t2(i)
enddoall,
where t1 and t2 are temporary array variables.



More information on parallel loops and their execution as well as on transformations to improve parallel execution can be found in [142, 175]. Parallel loops play an
important role in programming environments like OpenMP, see Sect. 6.3 for more
details.

3.3.4 Functional Parallelism
Many sequential programs contain program parts that are independent of each other
and can be executed in parallel. The independent program parts can be single statements, basic blocks, loops, or function calls. Considering the independent program
parts as tasks, this form of parallelism is called task parallelism or functional
parallelism. To use task parallelism, the tasks and their dependencies can be represented as a task graph where the nodes are the tasks and the edges represent
the dependencies between the tasks. A dependence graph is used for the conjugate
gradient method discussed in Sect. 7.4. Depending on the programming model used,
a single task can be executed sequentially by one processor, or in parallel by multiple processors. In the latter case, each task can be executed in a data-parallel way,
leading to mixed task and data parallelism.
To determine an execution plan (schedule) for a given task graph on a set of processors, a starting time has to be assigned to each task such that the dependencies are
fulfilled. Typically, a task cannot be started before all tasks which it depends on are
finished. The goal of a scheduling algorithm is to find a schedule that minimizes the
overall execution time, see also Sect. 4.3. Static and dynamic scheduling algorithms
can be used. A static scheduling algorithm determines the assignment of tasks to
processors deterministically at program start or at compile time. The assignment
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may be based on an estimation of the execution time of the tasks, which might be
obtained by runtime measurements or an analysis of the computational structure
of the tasks, see Sect. 4.3. A detailed overview of static scheduling algorithms for
different kinds of dependencies can be found in [24]. If the tasks of a task graph
are parallel tasks, the scheduling problem is sometimes called multiprocessor task
scheduling.
A dynamic scheduling algorithm determines the assignment of tasks to processors during program execution. Therefore, the schedule generated can be adapted
to the observed execution times of the tasks. A popular technique for dynamic
scheduling is the use of a task pool in which tasks that are ready for execution
are stored and from which processors can retrieve tasks if they have finished the
execution of their current task. After the completion of the task, all depending tasks
in the task graph whose predecessors have been terminated can be stored in the task
pool for execution. The task pool concept is particularly useful for shared address
space machines since the task pool can be held in the global memory. The task pool
concept is discussed further in Sect. 6.1 in the context of pattern programming. The
implementation of task pools with Pthreads and their provision in Java is considered in more detail in Chap. 6. A detailed treatment of task pools is considered in
[116, 159, 108, 93]. Information on the construction and scheduling of task graphs
can be found in [18, 67, 142, 145]. The use of task pools for irregular applications is considered in [153]. Programming with multiprocessor tasks is supported
by library-based approaches like Tlib [148].
Task parallelism can also be provided at language level for appropriate language
constructs which specify the available degree of task parallelism. The management
and mapping can then be organized by the compiler and the runtime system. This
approach has the advantage that the programmer is only responsible for the specification of the degree of task parallelism. The actual mapping and adaptation to specific details of the execution platform is done by the compiler and runtime system,
thus providing a clear separation of concerns. Some language approaches are based
on coordination languages to specify the degree of task parallelism and dependencies between the tasks. Some approaches in this direction are TwoL (Two Level
parallelism) [146], P3L (Pisa Parallel Programming Language) [138], and PCN
(Program Composition Notation) [58]. A more detailed treatment can be found in
[80, 46]. Many thread-parallel programs are based on the exploitation of functional
parallelism, since each thread executes independent function calls. The implementation of thread parallelism will be considered in detail in Chap. 6.

3.3.5 Explicit and Implicit Representation of Parallelism
Parallel programming models can also be distinguished depending on whether the
available parallelism, including the partitioning into tasks and specification of communication and synchronization, is represented explicitly in the program or not. The
development of parallel programs is facilitated if no explicit representation must
be included, but in this case an advanced compiler must be available to produce
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efficient parallel programs. On the other hand, an explicit representation is more
effort for program development, but the compiler can be much simpler. In the following, we briefly discuss both approaches. A more detailed treatment can be found
in [160].

3.3.5.1 Implicit Parallelism
For the programmer, the simplest model results, when no explicit representation of
parallelism is required. In this case, the program is mainly a specification of the
computations to be performed, but no parallel execution order is given. In such a
model, the programmer can concentrate on the details of the (sequential) algorithm
to be implemented and does not need to care about the organization of the parallel
execution. We give a short description of two approaches in this direction: parallelizing compilers and functional programming languages.
The idea of parallelizing compilers is to transform a sequential program into an
efficient parallel program by using appropriate compiler techniques. This approach
is also called automatic parallelization. To generate the parallel program, the compiler must first analyze the dependencies between the computations to be performed. Based on this analysis, the computation can then be assigned to processors
for execution such that a good load balancing results. Moreover, for a distributed
address space, the amount of communication should be reduced as much as possible, see [142, 175, 12, 6]. In practice, automatic parallelization is difficult to perform
because dependence analysis is difficult for pointer-based computations or indirect
addressing and because the execution time of function calls or loops with unknown
bounds is difficult to predict at compile time. Therefore, automatic parallelization
often produces parallel programs with unsatisfactory runtime behavior and, hence,
this approach is not often used in practice.
Functional programming languages describe the computations of a program
as the evaluation of mathematical functions without side effects; this means the
evaluation of a function has the only effect that the output value of the function
is computed. Thus, calling a function twice with the same input argument values
always produces the same output value. Higher-order functions can be used; these
are functions which use other functions as arguments and yield functions as arguments. Iterative computations are usually expressed by recursion. The most popular
functional programming language is Haskell, see [94, 170, 20]. Function evaluation
in functional programming languages provides potential for parallel execution, since
the arguments of the function can always be evaluated in parallel. This is possible
because of the lack of side effects. The problem of an efficient execution is to extract
the parallelism at the right level of recursion: On the upper level of recursion, a parallel evaluation of the arguments may not provide enough potential for parallelism.
On a lower level of recursion, the available parallelism may be too fine-grained, thus
making an efficient assignment to processors difficult. In the context of multicore
processors, the degree of parallelism provided at the upper level of recursion may be
enough to efficiently supply a few cores with computations. The advantage of using
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functional languages would be that new language constructs are not necessary to
enable a parallel execution as is the case for non-functional programming languages.
3.3.5.2 Explicit Parallelism with Implicit Distribution
Another class of parallel programming models comprises models which require an
explicit representation of parallelism in the program, but which do not demand
an explicit distribution and assignment to processes or threads. Correspondingly,
no explicit communication or synchronization is required. For the compiler, this
approach has the advantage that the available degree of parallelism is specified in the
program and does not need to be retrieved by a complicated data dependence analysis. This class of programming models includes parallel programming languages
which extend sequential programming languages by parallel loops with independent
iterations, see Sect. 3.3.3.
The parallel loops specify the available parallelism, but the exact assignments
of loop iterations to processors is not fixed. This approach has been taken by the
library OpenMP where parallel loops can be specified by compiler directives, see
Sect. 6.3 for more details on OpenMP. High-Performance Fortran (HPF) [54] has
been another approach in this direction which adds constructs for the specification
of array distributions to support the compiler in the selection of an efficient data
distribution, see [103] on the history of HPF.
3.3.5.3 Explicit Distribution
A third class of parallel programming models requires not only an explicit representation of parallelism, but also an explicit partitioning into tasks or an explicit
assignment of work units to threads. The mapping to processors or cores as well as
communication between processors is implicit and does not need to be specified. An
example for this class is the BSP (bulk synchronous parallel) programming model
which is based on the BSP computation model described in more detail in Sect. 4.5.2
[88, 89]. An implementation of the BSP model is BSPLib. A BSP program is explicitly partitioned into threads, but the assignment of threads to processors is done by
the BSPLib library.
3.3.5.4 Explicit Assignment to Processors
The next class captures parallel programming models which require an explicit partitioning into tasks or threads and also need an explicit assignment to processors.
But the communication between the processors does not need to be specified. An
example for this class is the coordination language Linda [27, 26] which replaces the
usual point-to-point communication between processors by a tuple space concept.
A tuple space provides a global pool of data in which data can be stored and from
which data can be retrieved. The following three operations are provided to access
the tuple space:
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• in: read and remove a tuple from the tuple space;
• read: read a tuple from the tuple space without removing it;
• out: write a tuple in the tuple space.
A tuple to be retrieved from the tuple space is identified by specifying required
values for a part of the data fields which are interpreted as a key. For distributed
address spaces, the access operations to the tuple space must be implemented by
communication operations between the processes involved: If in a Linda program,
a process A writes a tuple into the tuple space which is later retrieved by a process
B, a communication operation from process A (send) to process B (recv) must
be generated. Depending on the execution platform, this communication may produce a significant amount of overhead. Other approaches based on a tuple space are
TSpaces from IBM and JavaSpaces [21] which is part of the Java Jini technology.
3.3.5.5 Explicit Communication and Synchronization
The last class comprises programming models in which the programmer must specify all details of a parallel execution, including the required communication and
synchronization operations. This has the advantage that a standard compiler can be
used and that the programmer can control the parallel execution explicitly with all
the details. This usually provides efficient parallel programs, but it also requires a
significant amount of work for program development. Programming models belonging to this class are message-passing models like MPI, see Chap. 5, as well as
thread-based models like Pthreads, see Chap. 6.

3.3.6 Parallel Programming Patterns
Parallel programs consist of a collection of tasks that are executed by processes or
threads on multiple processors. To structure a parallel program, several forms of
organizations can be used which can be captured by specific programming patterns.
These patterns provide specific coordination structures for processes or threads,
which have turned out to be effective for a large range of applications. We give a
short overview of useful programming patterns in the following. More information
and details on the implementation in specific environments can be found in [120].
Some of the patterns are presented as programs in Chap. 6.
3.3.6.1 Creation of Processes or Threads
The creation of processes or threads can be carried out statically or dynamically. In
the static case, a fixed number of processes or threads is created at program start.
These processes or threads exist during the entire execution of the parallel program
and are terminated when program execution is finished. An alternative approach is
to allow creation and termination of processes or threads dynamically at arbitrary
points during program execution. At program start, a single process or thread is
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active and executes the main program. In the following, we describe well-known
parallel programming patterns. For simplicity, we restrict our attention to the use of
threads, but the patterns can as well be applied to the coordination of processes.
3.3.6.2 Fork–Join
The fork–join construct is a simple concept for the creation of processes or threads
[30] which was originally developed for process creation, but the pattern can also be
used for threads. Using the concept, an existing thread T creates a number of child
threads T1 , . . . , Tm with a fork statement. The child threads work in parallel and
execute a given program part or function. The creating parent thread T can execute
the same or a different program part or function and can then wait for the termination
of T1 , . . . , Tm by using a join call.
The fork–join concept can be provided as a language construct or as a library
function. It is usually provided for shared address space, but can also be used for
distributed address space. The fork–join concept is, for example, used in OpenMP
for the creation of threads executing a parallel loop, see Sect. 6.3 for more details.
The spawn and exit operations provided by message-passing systems like MPI-2,
see Sect. 5, provide a similar action pattern as fork–join. The concept of fork–join is
simple, yet flexible, since by a nested use, arbitrary structures of parallel activities
can be built. Specific programming languages and environments provide specific
variants of the pattern, see Chap. 6 for details on Pthreads and Java threads.
3.3.6.3 Parbegin–Parend
A similar pattern as fork–join for thread creation and termination is provided by the
parbegin–parend construct which is sometimes also called cobegin–coend. The
construct allows the specification of a sequence of statements, including function
calls, to be executed by a set of processors in parallel. When an executing thread
reaches a parbegin–parend construct, a set of threads is created and the statements
of the construct are assigned to these threads for execution. The statements following the parbegin–parend construct are executed not before all these threads have
finished their work and have been terminated. The parbegin–parend construct can
be provided as a language construct or by compiler directives. An example is the
construct of parallel sections in OpenMP, see Sect. 6.3 for more details.
3.3.6.4 SPMD and SIMD
The SIMD (single-instruction, multiple-data) and SPMD (single-program, multipledata) programming models use a (fixed) number of threads which apply the same
program to different data. In the SIMD approach, the single instructions are executed
synchronously by the different threads on different data. This is sometimes called
data parallelism in the strong sense. SIMD is useful if the same instruction must be
applied to a large set of data, as is often the case for graphics applications. Therefore,
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graphics processors often provide SIMD instructions, and some standard processors
also provide SIMD extensions.
In the SPMD approach, the different threads work asynchronously with each
other and different threads may execute different parts of the parallel program.
This effect can be caused by different speeds of the executing processors or by
delays of the computations because of slower access to global data. But the program could also contain control statements to assign different program parts to
different threads. There is no implicit synchronization of the executing threads, but
synchronization can be achieved by explicit synchronization operations. The SPMD
approach is one of the most popular models for parallel programming. MPI is based
on this approach, see Sect. 5, but thread-parallel programs are usually also SPMD
programs.

3.3.6.5 Master–Slave or Master–Worker
In the SIMD and SPMD models, all threads have equal rights. In the master–slave
model, also called master–worker model, there is one master which controls the
execution of the program. The master thread often executes the main function of a
parallel program and creates worker threads at appropriate program points to perform the actual computations, see Fig. 3.5 (left) for an illustration. Depending on
the specific system, the worker threads may be created statically or dynamically.
The assignment of work to the worker threads is usually done by the master thread,
but worker threads could also generate new work for computation. In this case, the
master thread would only be responsible for coordination and could, e.g., perform
initializations, timings, and output operations.
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Fig. 3.5 Illustration of the master–slave model (left) and the client–server model (right)

3.3.6.6 Client–Server
The coordination of parallel programs according to the client–server model is similar to the general MPMD (multiple-program multiple-data) model. The client–
server model originally comes from distributed computing where multiple client
computers have been connected to a mainframe which acts as a server and provides
responses to access requests to a database. On the server side, parallelism can be
used by computing requests from different clients concurrently or even by using
multiple threads to compute a single request if this includes enough work.
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When employing the client–server model for the structuring of parallel programs,
multiple client threads are used which generate requests to a server and then perform
some computations on the result, see Fig. 3.5 (right) for an illustration. After having
processed a request of a client, the server delivers the result back to the client.
The client–server model can be applied in many variations: There may be several server threads or the threads of a parallel program may play the role of both
clients and servers, generating requests to other threads and processing requests
from other threads. Section 6.1.8 shows an example for a Pthreads program using
the client–server model. The client–server model is important for parallel programming in heterogeneous systems and is also often used in grid computing and cloud
computing.

3.3.6.7 Pipelining
The pipelining model describes a special form of coordination of different threads
in which data elements are forwarded from thread to thread to perform different processing steps. The threads are logically arranged in a predefined order, T1 , . . . , T p ,
such that thread Ti receives the output of thread Ti−1 as input and produces an output
which is submitted to the next thread Ti+1 as input, i = 2, . . . , p − 1. Thread T1
receives its input from another program part and thread T p provides its output to
another program part. Thus, each of the pipeline threads processes a stream of input
data in sequential order and produces a stream of output data. Despite the dependencies of the processing steps, the pipeline threads can work in parallel by applying
their processing step to different data.
The pipelining model can be considered as a special form of functional decomposition where the pipeline threads process the computations of an application algorithm one after another. A parallel execution is obtained by partitioning the data
into a stream of data elements which flow through the pipeline stages one after
another. At each point in time, different processing steps are applied to different
elements of the data stream. The pipelining model can be applied for both shared
and distributed address spaces. In Sect. 6.1, the pipelining pattern is implemented
as Pthreads program.

3.3.6.8 Task Pools
In general, a task pool is a data structure in which tasks to be performed are stored
and from which they can be retrieved for execution. A task comprises computations
to be executed and a specification of the data to which the computations should be
applied. The computations are often specified as a function call. A fixed number of
threads is used for the processing of the tasks. The threads are created at program
start by the main thread and they are terminated not before all tasks have been processed. For the threads, the task pool is a common data structure which they can
access to retrieve tasks for execution, see Fig. 3.6 (left) for an illustration. During
the processing of a task, a thread can generate new tasks and insert them into the
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Fig. 3.6 Illustration of a task pool (left) and a producer–consumer model (right)

task pool. Access to the task pool must be synchronized to avoid race conditions.
Using a task-based execution, the execution of a parallel program is finished, when
the task pool is empty and when each thread has terminated the processing of its
last task. Task pools provide a flexible execution scheme which is especially useful
for adaptive and irregular applications for which the computations to be performed
are not fixed at program start. Since a fixed number of threads is used, the overhead
for thread creation is independent of the problem size and the number of tasks to be
processed.
Flexibility is ensured, since tasks can be generated dynamically at any point during program execution. The actual task pool data structure could be provided by
the programming environment used or could be included in the parallel program.
An example for the first case is the Executor interface of Java, see Sect. 6.2 for
more details. A simple task pool implementation based on a shared data structure
is described in Sect. 6.1.6 using Pthreads. For fine-grained tasks, the overhead of
retrieval and insertion of tasks from or into the task pool becomes important, and
sophisticated data structures should be used for the implementation, see [93] for
more details.

3.3.6.9 Producer–Consumer
The producer–consumer model distinguishes between producer threads and consumer threads. Producer threads produce data which are used as input by consumer threads. For the transfer of data from producer threads to consumer threads,
a common data structure is used, which is typically a data buffer of fixed length
and which can be accessed by both types of threads. Producer threads store the
data elements generated into the buffer, consumer threads retrieve data elements
from the buffer for further processing, see Fig. 3.6 (right) for an illustration. A
producer thread can only store data elements into the buffer, if this is not full.
A consumer thread can only retrieve data elements from the buffer, if this is
not empty. Therefore, synchronization has to be used to ensure a correct coordination between producer and consumer threads. The producer–consumer model
is considered in more detail in Sect. 6.1.9 for Pthreads and Sect. 6.2.3 for Java
threads.
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3.4 Data Distributions for Arrays
Many algorithms, especially from numerical analysis and scientific computing, are
based on vectors and matrices. The corresponding programs use one-, two-, or
higher dimensional arrays as basic data structures. For those programs, a straightforward parallelization strategy decomposes the array-based data into subarrays and
assigns the subarrays to different processors. The decomposition of data and the
mapping to different processors is called data distribution, data decomposition,
or data partitioning. In a parallel program, the processors perform computations
only on their part of the data.
Data distributions can be used for parallel programs for distributed as well as for
shared memory machines. For distributed memory machines, the data assigned to
a processor reside in its local memory and can only be accessed by this processor.
Communication has to be used to provide data to other processors. For shared memory machines, all data reside in the same shared memory. Still a data decomposition
is useful for designing a parallel program since processors access different parts
of the data and conflicts such as race conditions or critical regions are avoided.
This simplifies the parallel programming and supports a good performance. In this
section, we present regular data distributions for arrays, which can be described by a
mapping from array indices to processor numbers. The set of processors is denoted
as P = {P1 , . . . , Pp }.

3.4.1 Data Distribution for One-Dimensional Arrays
For one-dimensional arrays the blockwise and the cyclic distribution of array elements are typical data distributions. For the formulation of the mapping, we assume
that the enumeration of array elements starts with 1; for an enumeration starting
with 0 the mappings have to be modified correspondingly.
The blockwise data distribution of an array v = (v1 , . . . , vn ) of length n cuts
the array into p blocks with n/ p consecutive elements each. Block j, 1 ≤ j ≤ p,
contains the consecutive elements with indices ( j − 1) · n/ p + 1, . . . , j · n/ p
and is assigned to processor P j . When n is not a multiple of p, the last block contains less than n/ p elements. For n = 14 and p = 4 the following blockwise
distribution results:
P1 :
P2 :
P3 :
P4 :

owns
owns
owns
owns

v1 , v2 , v3 , v4 ,
v5 , v6 , v7 , v8 ,
v9 , v10 , v11 , v12 ,
v13 , v14 .

Alternatively, the first n mod p processors get n/ p elements and all other processors get n/ p elements.
The cyclic data distribution of a one-dimensional array assigns the array elements in a round robin way to the processors so that array element vi is assigned to
processor P(i−1) mod p +1 , i = 1, . . . , n. Thus, processor P j owns the array elements
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j, j + p, . . . , j + p · (n/ p − 1) for j ≤ n mod p and j, j + p, . . . , j + p ·
(n/ p − 2) for n mod p < j ≤ p. For the example n = 14 and p = 4 the cyclic
data distribution
P1 :
P2 :
P3 :
P4 :

owns
owns
owns
owns

v1 , v5 , v9 , v13 ,
v2 , v6 , v10 , v14 ,
v3 , v7 , v11 ,
v4 , v8 , v12

results, where P j for 1 ≤ j ≤ 2 = 14 mod 4 owns the elements j, j + 4, j + 4 ∗
2, j + 4 ∗ (4 − 1) and P j for 2 < j ≤ 4 owns the elements j, j + 4, j + 4 ∗ (4 − 2).
The block–cyclic data distribution is a combination of the blockwise and cyclic
distributions. Consecutive array elements are structured into blocks of size b, where
b  n/ p in most cases. When n is not a multiple of b, the last block contains
less than b elements. The blocks of array elements are assigned to processors in a
round robin way. Figure 3.7a shows an illustration of the array decompositions for
one-dimensional arrays.

3.4.2 Data Distribution for Two-Dimensional Arrays
For two-dimensional arrays, combinations of blockwise and cyclic distributions in
only one or both dimensions are used.
For the distribution in one dimension, columns or rows are distributed in a blockwise, cyclic, or block–cyclic way. The blockwise columnwise (or rowwise) distribution builds p blocks of contiguous columns (or rows) of equal size and assigns block
i to processor Pi , i = 1, . . . , p. When n is not a multiple of p, the same adjustment
as for one-dimensional arrays is used. The cyclic columnwise (or rowwise) distribution assigns columns (or rows) in a round robin way to processors and uses the
adjustments of the last blocks as described for the one-dimensional case, when n is
not a multiple of p. The block–cyclic columnwise (or rowwise) distribution forms
blocks of contiguous columns (or rows) of size b and assigns these blocks in a round
robin way to processors. Figure 3.7b illustrates the distribution in one dimension for
two-dimensional arrays.
A distribution of array elements of a two-dimensional array of size n 1 ×n 2 in both
dimensions uses checkerboard distributions which distinguish between blockwise
cyclic and block–cyclic checkerboard patterns. The processors are arranged in a
virtual mesh of size p1 · p2 = p where p1 is the number of rows and p2 is the
number of columns in the mesh. Array elements (k, l) are mapped to processors
Pi, j , i = 1, . . . , p1 , j = 1, . . . , p2 .
In the blockwise checkerboard distribution, the array is decomposed into
p1 · p2 blocks of elements where the row dimension (first index) is divided into
p1 blocks and the column dimension (second index) is divided into p2 blocks.
Block (i, j), 1 ≤ i ≤ p1 , 1 ≤ j ≤ p2 , is assigned to the processor with
position (i, j) in the processor mesh. The block sizes depend on the number of
rows and columns of the array. Block (i, j) contains the array elements (k, l) with
k = (i −1)·n 1 / p1 +1, . . . , i ·n 1 / p1  and l = ( j −1)·n 2 / p2 +1, . . . , j ·n 2 / p2 .
Figure 3.7c shows an example for n 1 = 4, n 2 = 8, and p1 · p2 = 2 · 2 = 4.
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Fig. 3.7 Illustration of the data distributions for arrays: (a) for one-dimensional arrays, (b) for
two-dimensional arrays within one of the dimensions, and (c) for two-dimensional arrays with
checkerboard distribution

The cyclic checkerboard distribution assigns the array elements in a round
robin way in both dimensions to the processors in the processor mesh so that a
cyclic assignment of row indices k = 1, . . . , n 1 to mesh rows i = 1, . . . , p1 and a
cyclic assignment of column indices l = 1, . . . , n 2 to mesh columns j = 1, . . . , p2
result. Array element (k, l) is thus assigned to the processor with mesh position
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((k − 1) mod p1 + 1, (l − 1) mod p2 + 1). When n 1 and n 2 are multiples of p1 and
p2 , respectively, the processor at position (i, j) owns all array elements (k, l) with
k = i +s · p1 and l = j +t · p2 for 0 ≤ s < n 1 / p1 and 0 ≤ t < n 2 / p2 . An alternative
way to describe the cyclic checkerboard distribution is to build blocks of size p1 × p2
and to map element (i, j) of each block to the processor at position (i, j) in the mesh.
Figure 3.7c shows a cyclic checkerboard distribution with n 1 = 4, n 2 = 8, p1 = 2,
and p2 = 2. When n 1 or n 2 is not a multiple of p1 or p2 , respectively, the cyclic
distribution is handled as in the one-dimensional case.
The block–cyclic checkerboard distribution assigns blocks of size b1 × b2
cyclically in both dimensions to the processors in the following way: Array element
(m, n) belongs to the block (k, l), with k = m/b1  and l = n/b2 . Block (k, l) is
assigned to the processor at mesh position ((k − 1) mod p1 + 1, (l − 1) mod p2 + 1).
The cyclic checkerboard distribution can be considered as a special case of the
block–cyclic distribution with b1 = b2 = 1, and the blockwise checkerboard distribution can be considered as a special case with b1 = n 1 / p1 and b2 = n 2 / p2 .
Figure 3.7c illustrates the block–cyclic distribution for n 1 = 4, n 2 = 12, p1 = 2,
and p2 = 2.

3.4.3 Parameterized Data Distribution
A data distribution is defined for a d-dimensional array A with index set I A ⊂
Nd . The size of the array is n 1 × · · · × n d and the array elements are denoted as
A[i 1 , . . . , i d ] with an index i = (i 1 , . . . , i d ) ∈ I A . Array elements are assigned to
p processors
dwhich are arranged in a d-dimensional mesh of size p1 × · · · × pd
with p = i=1
pi . The data distribution of A is given by a distribution function
γ A : I A ⊂ Nd → 2 P , where 2 P denotes the power set of the set of processors P.
The meaning of γ A is that the array element A[i 1 , . . . , i d ] with i = (i 1 , . . . , i d ) is
assigned to all processors in γ A (i) ⊆ P, i.e., array element A[i] can be assigned
to more than one processor. A data distribution is called replicated, if γ A (i) = P
for all i ∈ I A . When each array element is uniquely assigned to a processor, then
|γ A (i)| = 1 for all i ∈ I A ; examples are the block–cyclic data distribution described
above. The function L(γ A ) : P → 2 I A delivers all elements assigned to a specific
processor, i.e.,
i ∈ L(γ A )(q)

if and only if q ∈ γ A (i).

Generalizations of the block–cyclic distributions in the one- or two-dimensional
case can be described by a distribution vector in the following way. The array
elements are structured into blocks of size b1 , . . . , bd where bi is the block size
in dimension i, i = 1, . . . , d. The array element A[i 1 , . . . , i d ] is contained in
block (k1 , . . . , kd ) with k j = i j /b j  for 1 ≤ j ≤ d. The block (k1 , . . . , kd ) is
then assigned to the processor at mesh position ((k1 − 1) mod p1 + 1, . . . , (kd −
1) mod pd + 1). This block–cyclic distribution is called parameterized data distribution with distribution vector
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(( p1 , b1 ), . . . , ( pd , bd )) .

(3.1)

This vector uniquely determines a block–cyclic data distribution for a d-dimensional
array of arbitrary size. The blockwise and the cyclic distributions of a d-dimensional
array are special cases of this distribution. Parameterized data distributions are used
in the applications of later sections, e.g., the Gaussian elimination in Sect. 7.1.

3.5 Information Exchange
To control the coordination of the different parts of a parallel program, information must be exchanged between the executing processors. The implementation of
such an information exchange strongly depends on the memory organization of the
parallel platform used. In the following, we give a first overview on techniques for
information exchange for shared address space in Sect. 3.5.1 and for distributed
address space in Sect. 3.5.2. More details will be discussed in the following chapters.
As example, parallel matrix–vector multiplication is considered for both memory
organizations in Sect. 3.6.

3.5.1 Shared Variables
Programming models with a shared address space are based on the existence of a
global memory which can be accessed by all processors. Depending on the model,
the executing control flows may be referred to as processes or threads, see Sect. 3.7
for more details. In the following, we will use the notation threads, since this is more
common for shared address space models. Each thread will be executed by one processor or by one core for multicore processors. Each thread can access shared data
in the global memory. Such shared data can be stored in shared variables which
can be accessed as normal variables. A thread may also have private data stored in
private variables, which cannot be accessed by other threads. There are different
ways how parallel program environments define shared or private variables. The
distinction between shared and private variables can be made by using annotations
like shared or private when declaring the variables. Depending on the programming model, there can also be declaration rules which can, for example, define
that global variables are always shared and local variables of functions are always
private. To allow a coordinated access to a shared variable by multiple threads,
synchronization operations are provided to ensure that concurrent accesses to the
same variable are synchronized. Usually, a sequentialization is performed such
that concurrent accesses are done one after another. Chapter 6 considers programming models and techniques for shared address spaces in more detail and describes
different systems, like Pthreads, Java threads, and OpenMP. In the current section, a
few basic concepts are given for a first overview.
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A central concept for information exchange in shared address space is the use
of shared variables. When a thread T1 wants to transfer data to another thread T2 ,
it stores the data in a shared variable such that T2 obtains the data by reading this
shared variable. To ensure that T2 reads the variable not before T1 has written the
appropriate data, a synchronization operation is used. T1 stores the data into the
shared variable before the corresponding synchronization point and T2 reads the
data after the synchronization point.
When using shared variables, multiple threads accessing the same shared variable
by a read or write at the same time must be avoided, since this may lead to race
conditions. The term race condition describes the effect that the result of a parallel
execution of a program part by multiple execution units depends on the order in
which the statements of the program part are executed by the different units. In the
presence of a race condition it may happen that the computation of a program part
leads to different results, depending on whether thread T1 executes the program part
before T2 or vice versa. Usually, race conditions are undesirable, since the relative
execution speed of the threads may depend on many factors (like execution speed
of the executing cores or processors, the occurrence of interrupts, or specific values
of the input data) which cannot be influenced by the programmer. This may lead
to non-deterministic behavior, since, depending on the execution order, different
results are possible, and the exact outcome cannot be predicted.
Program parts in which concurrent accesses to shared variables by multiple
threads may occur, thus holding the danger of the occurrence of inconsistent values,
are called critical sections. An error-free execution can be ensured by letting only
one thread at a time execute a critical section. This is called mutual exclusion. Programming models for shared address space provide mechanisms to ensure mutual
exclusion. The techniques used have originally been developed for multi-tasking
operating systems and have later been adapted to the needs of parallel programming
environments. For a concurrent access of shared variables, race conditions can be
avoided by a lock mechanism, which will be discussed in more detail in Sect. 3.7.3.

3.5.2 Communication Operations
In programming models with a distributed address space, exchange of data and
information between the processors is performed by communication operations
which are explicitly called by the participating processors. The execution of such
a communication operation causes one processor to receive data that is stored in
the local memory of another processor. The actual data exchange is realized by
the transfer of messages between the participating processors. The corresponding
programming models are therefore called message-passing programming models.
To send a message from one processor to another, one send and one receive
operations have to be used as a pair. A send operation sends a data block from the
local address space of the executing processor to another processor as specified by
the operation. A receive operation receives a data block from another processor and
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stores it in the local address space of the executing processor. This kind of data
exchange is also called point-to-point communication, since there is exactly one
send point and one receive point. Additionally, global communication operations
are often provided in which a larger set of processors is involved. These global
communication operations typically capture a set of regular communication patterns
often used in parallel programs [19, 100].

3.5.2.1 A Set of Communication Operations
In the following, we consider a typical set of global communication operations
which will be used in the following chapters to describe parallel implementations for
platforms with a distributed address space [19]. We consider p identical processors
P1 , . . . , Pp and use the index i, i ∈ {1, . . . , p}, as processor rank to identify the
processor Pi .
• Single transfer: For a single transfer operation, a processor Pi (sender) sends
a message to processor P j (receiver) with j = i. Only these two processors
participate in this operation. To perform a single transfer operation, Pi executes
a send operation specifying a send buffer in which the message is provided as
well as the processor rank of the receiving processor. The receiving processor
P j executes a corresponding receive operation which specifies a receive buffer to
store the received message as well as the processor rank of the processor from
which the message should be received. For each send operation, there must be
a corresponding receive operation, and vice versa. Otherwise, deadlocks may
occur, see Sects. 3.7.4.2 and 5.1.1 for more details. Single transfer operations are
the basis of each communication library. In principle, any communication pattern
can be assembled with single transfer operations. For regular communication patterns, it is often beneficial to use global communication operations, since they are
typically easier to use and more efficient.
• Single-broadcast: For a single-broadcast operation, a specific processor Pi sends
the same data block to all other processors. Pi is also called root in this context.
The effect of a single-broadcast operation with processor P1 as root and message
x can be illustrated as follows:
P1 : x
P2 : ..
.
Pp : -

broadcast

=⇒

P1 : x
P2 : x
..
.
Pp : x

Before the execution of the broadcast, the message x is only stored in the local
address space of P1 . After the execution of the operation, x is also stored in
the local address space of all other processors. To perform the operation, each
processor explicitly calls a broadcast operation which specifies the root processor
of the broadcast. Additionally, the root processor specifies a send buffer in which
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the broadcast message is provided. All other processors specify a receive buffer
in which the message should be stored upon receipt.
• Single-accumulation: For a single-accumulation operation, each processor provides a block of data with the same type and size. By performing the operation,
a given reduction operation is applied element by element to the data blocks
provided by the processors, and the resulting accumulated data block of the
same length is collected at a specific root processor Pi . The reduction operation is a binary operation which is associative and commutative. The effect
of a single-accumulation operation with root processor P1 to which each processor Pi provides a data block xi for i = 1, . . . , p can be illustrated as
follows:
P1 : x1
P2 : x2
..
.
Pp : x p

accumulation

=⇒

P1 : x1 + x2 + · · · + x p
P2 : x2
..
.
Pp : x p

The addition is used as reduction operation. To perform a single-accumulation,
each processor explicitly calls the operation and specifies the rank of the root processor, the reduction operation to be applied, and the local data block provided.
The root processor additionally specifies the buffer in which the accumulated
result should be stored.
• Gather: For a gather operation, each processor provides a data block, and the data
blocks of all processors are collected at a specific root processor Pi . No reduction
operation is applied, i.e., processor Pi gets p messages. For root processor P1 ,
the effect of the operation can be illustrated as follows:
P1 : x1
P2 : x2
..
.
Pp : x p

P1 : x1  x2  · · ·  x p
P2 : x2
gather ..
=⇒ .
Pp : x p

Here, the symbol || denotes the concatenation of the received data blocks. To
perform the gather, each processor explicitly calls a gather operation and specifies the local data block provided as well as the rank of the root processor. The
root processor additionally specifies a receive buffer in which all data blocks are
collected. This buffer must be large enough to store all blocks. After the operation
is completed, the receive buffer of the root processor contains the data blocks of
all processors in rank order.
• Scatter: For a scatter operation, a specific root processor Pi provides a separate data block for every other processor. For root processor P1 , the effect of the
operation can be illustrated as follows:
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P1 : x1
P2 : x2
scatter ..
=⇒ .
Pp : x p

To perform the scatter, each processor explicitly calls a scatter operation and
specifies the root processor as well as a receive buffer. The root processor additionally specifies a send buffer in which the data blocks to be sent are provided
in rank order of the rank i = 1, . . . , p.
• Multi-broadcast: The effect of a multi-broadcast operation is the same as the
execution of several single-broadcast operations, one for each processor, i.e., each
processor sends the same data block to every other processor. From the receiver’s
point of view, each processor receives a data block from every other processor.
Different receivers get the same data block from the same sender. The operation
can be illustrated as follows:
P1 : x1

P1 : x1  x2  · · ·  x p

P2 : x2
..
.
Pp : x p

P2 : x1  x2  · · ·  x p
..
.
Pp : x 1  x 2  · · ·  x p

multi -broadcast

=⇒

In contrast to the global operations considered so far, there is no root processor.
To perform the multi-broadcast, each processor explicitly calls a multi-broadcast
operation and specifies a send buffer which contains the data block as well as
a receive buffer. After the completion of the operation, the receive buffer of
every processor contains the data blocks provided by all processors in rank order,
including its own data block. Multi-broadcast operations are useful to collect
blocks of an array that have been computed in a distributed way and to make the
entire array available to all processors.
• Multi-accumulation: The effect of a multi-accumulation operation is that each
processor executes a single-accumulation operation, i.e., each processor provides
for every other processor a potentially different data block. The data blocks for
the same receiver are combined with a given reduction operation such that one
(reduced) data block arrives at the receiver. There is no root processor, since each
processor acts as a receiver for one accumulation operation. The effect of the
operation with addition as reduction operation can be illustrated as follows:
P1 : x11  x12  · · ·  x1 p

P1 : x11 + x21 + · · · + x p1

P2 : x21  x22  · · ·  x2 p
..
.
Pp : x p1  x p2  · · ·  x pp

P2 : x12 + x22 + · · · + x p2
..
.
Pp : x1 p + x2 p + · · · + x pp

multi -accumulation

=⇒
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The data block provided by processor Pi for processor P j is denoted as xi j , i, j =
1, . . . , p. To perform the multi-accumulation, each processor explicitly calls a
multi-accumulation operation and specifies a send buffer, a receive buffer, and a
reduction operation. In the send buffer, each processor provides a separate data
block for each other processor, stored in rank order. After the completion of the
operation, the receive buffer of each processor contains the accumulated result
for this processor.
• Total exchange: For a total exchange operation, each processor provides for each
other processor a potentially different data block. These data blocks are sent to
their intended receivers, i.e., each processor executes a scatter operation. From
a receiver’s point of view, each processor receives a data block from each other
processor. In contrast to a multi-broadcast, different receivers get different data
blocks from the same sender. There is no root processor. The effect of the operation can be illustrated as follows:
P1 : x11  x12  · · ·  x1 p
P2 : x21  x22  · · ·  x2 p
..
.
Pp : x p1  x p2  · · ·  x pp

P1 : x11  x21  · · ·  x p1
total exchange

=⇒

P2 : x12  x22  · · ·  x p2
..
.
Pp : x1 p  x2 p  · · ·  x pp

To perform the total exchange, each processor specifies a send buffer and a
receive buffer. The send buffer contains the data blocks provided for the other
processors in rank order. After the completion of the operation, the receive buffer
of each processor contains the data blocks gathered from the other processors in
rank order.
Section 4.3.1 considers the implementation of these global communication operations for different networks and derives running times. Chapter 5 describes how
these communication operations are provided by the MPI library.
3.5.2.2 Duality of Communication Operations
A single-broadcast operation can be implemented by using a spanning tree with the
sending processor as root. Edges in the tree correspond to physical connections in
the underlying interconnection network. Using a graph representation G = (V, E)
of the network, see Sect. 2.5.2, a spanning tree can be defined as a subgraph G  =
(V, E  ) which contains all nodes of V and a subset E  ⊆ E of the edges such that
E  represents a tree. The construction of a spanning tree for different networks is
considered in Sect. 4.3.1.
Given a spanning tree, a single-broadcast operation can be performed by a topdown traversal of the tree such that starting from the root each node forwards the
message to be sent to its children as soon as the message arrives. The message can
be forwarded over different links at the same time. For the forwarding, the tree edges
can be partitioned into stages such that the message can be forwarded concurrently
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Fig. 3.8 Implementation of a single-broadcast operation using a spanning tree (left). The edges
of the tree are annotated with the stage number. The right tree illustrates the implementation of a
single-accumulation with the same spanning tree. Processor Pi provides a value ai for i = 1, . . . , 9.
The result is accumulated at the root processor P1 [19]

over all edges of a stage. Figure 3.8 (left) shows a spanning tree with root P1 and
three stages 0, 1, 2.
Similar to a single-broadcast, a single-accumulation operation can also be implemented by using a spanning tree with the accumulating processor as root. The reduction is performed at the inner nodes according to the given reduction operation. The
accumulation results from a bottom-up traversal of the tree, see Fig. 3.8 (right). Each
node of the spanning tree receives a data block from each of its children (if present),
combines these blocks according to the given reduction operation, including its own
data block, and forwards the results to its parent node. Thus, one data block is sent
over each edge of the spanning tree, but in the opposite direction as has been done
for a single-broadcast. Since the same spanning trees can be used, single-broadcast
and single-accumulation are dual operations.
A duality relation also exists between a gather and a scatter operation as well as
between a multi-broadcast and a multi-accumulation operation.
A scatter operation can be implemented by a top-down traversal of a spanning
tree where each node (except the root) receives a set of data blocks from its parent
node and forwards those data blocks that are meant for a node in a subtree to its
corresponding child node being the root of that subtree. Thus, the number of data
blocks forwarded over the tree edges decreases on the way from the root to the
leaves. Similarly, a gather operation can be implemented by a bottom-up traversal
of the spanning tree where each node receives a set of data blocks from each of its
child nodes (if present) and forwards all data blocks received, including its own
data block, to its parent node. Thus, the number of data blocks forwarded over
the tree edges increases on the way from the leaves to the root. On each path to
the root, over each tree edge the same number of data blocks are sent as for a
scatter operation, but in opposite direction. Therefore, gather and scatter are dual
operations. A multi-broadcast operation can be implemented by using p spanning
trees where each spanning tree has a different root processor. Depending on the
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underlying network, there may or may not be physical network links that are used
multiple times in different spanning trees. If no links are shared, a transfer can be
performed concurrently over all spanning trees without waiting, see Sect. 4.3.1 for
the construction of such sets of spanning trees for different networks. Similarly, a
multi-accumulation can also be performed by using p spanning trees, but compared
to a multi-broadcast, the transfer direction is reversed. Thus, multi-broadcast and
multi-accumulation are also dual operations.
3.5.2.3 Hierarchy of Communication Operations
The communication operations described form a hierarchy in the following way:
Starting from the most general communication operation (total exchange), the other
communication operations result by a stepwise specialization. A total exchange is
the most general communication operation, since each processor sends a potentially
different message to each other processor. A multi-broadcast is a special case of
a total exchange in which each processor sends the same message to each other,
i.e., instead of p different messages, each processor provides only one message. A
multi-accumulation is also a special case of a total exchange for which the messages
arriving at an intermediate node are combined according to the given reduction
operation before they are forwarded. A gather operation with root Pi is a special
case of a multi-broadcast which results from considering only one of the receiving
processors, Pi , which receives a message from every other processor. A scatter
operation with root Pi is a special case of multi-accumulation which results by
using a special reduction operation which forwards the messages of Pi and ignores
all other messages. A single-broadcast is a special case of a scatter operation in

total exchange

multi-broadcast operation

scatter operation

single-broadcast operation

duality

multi-accumulation operation

duality

duality

gather operation

single-accumulation operation

single transfer

Fig. 3.9 Hierarchy of global communication operations. The horizontal arrows denote duality
relations. The dashed arrows show specialization relations [19]
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which the root processor sends the same message to every other processor, i.e.,
instead of p different messages the root processor provides only one message. A
single-accumulation is a special case of a gather operation in which a reduction is
performed at intermediate nodes of the spanning tree such that only one (combined)
message results at the root processor. A single transfer between processors Pi and
P j is a special case of a single-broadcast with root Pi for which only the path from
Pi to P j is relevant. A single transfer is also a special case of a single-accumulation
with root P j using a special reduction operation which forwards only the message
from Pi . In summary, the hierarchy in Fig. 3.9 results.

3.6 Parallel Matrix–Vector Product
The matrix–vector multiplication is a frequently used component in scientific computing. It computes the product Ab = c, where A ∈ Rn×m is an n × m matrix
and b ∈ Rm is a vector of size m. (In this section, we use bold-faced type for the
notation of matrices or vectors and normal type for scalar values.) The sequential
computation of the matrix–vector product
ci =

m


ai j b j ,

i = 1, ..., n,

j=1

with c = (c1 , . . . , cn ) ∈ Rn , A = (ai j )i=1,...,n, j=1,...,m , and b = (b1 , . . . , bm ), can be
implemented in two ways, differing in the loop order of the loops over i and j. First,
the matrix–vector product is considered as the computation of n scalar products
between rows a1 , . . . , an of A and vector b, i.e.,
⎞
⎛
(a1 , b)
⎟
⎜
A · b = ⎝ ... ⎠ ,
(an , b)
m
m
where (x, y) =
with x = (x1 , . . . , xm ) and y =
j=1 x j y j for x, y ∈ R
(y1 , . . . , ym ) denotes the scalar product (or inner product) of two vectors. The corresponding algorithm (in C notation) is
for (i=0; i<n; i++) c[i] = 0;
for (i=0; i<n; i++)
for (j=0; j<m; j++)
c[i] = c[i] + A[i][j] * b[j];
The matrix A ∈ Rn×m is implemented as a two-dimensional array A and the vectors
b ∈ Rm and c ∈ Rn are implemented as one-dimensional arrays b and c. (The
indices start with 0 as usual in C.) For each i = 0,...,n-1, the inner loop
body consists of a loop over j computing one of the scalar products. Second, the

126

3 Parallel Programming Models

matrix–vector product can be written as a linear combination of columns ã1 , . . . , ãm
of A with coefficients b1 , . . . , bm , i.e.,
A·b=

m


b j ã j .

j=1

The corresponding algorithm (in C notation) is:
for (i=0; i<n; i++) c[i] = 0;
for (j=0; j<m; j++)
for (i=0; i<n; i++)
c[i] = c[i] + A[i][j] * b[j] ;
For each j = 0,...,m-1, a column ã j is added to the linear combination.
Both sequential programs are equivalent since there are no dependencies and the
loops over i and j can be exchanged. For a parallel implementation, the row- and
column-oriented representations of matrix A give rise to different parallel implementation strategies.
(a) The row-oriented representation of matrix A in the computation of n scalar
products (ai , b), i = 1, . . . , n, of rows of A with vector b leads to a parallel
implementation in which each processor of a set of p processors computes
approximately n/ p scalar products.
(b) The column-oriented
 representation of matrix A in the computation of the
linear combination mj=1 b j ã j of columns of A leads to a parallel implementation in which each processor computes a part of this linear combination with
approximately m/ p column vectors.
In the following, we consider these parallel implementation strategies for the case
of n and m being multiples of the number of processors p.

3.6.1 Parallel Computation of Scalar Products
For a parallel implementation of a matrix–vector product on a distributed memory
machine, the data distribution of A and b is chosen such that the processor computing the scalar product (ai , b), i ∈ {1, . . . , n}, accesses only data elements stored in
its private memory, i.e., row ai of A and vector b are stored in the private memory
of the processor computing the corresponding scalar product. Since vector b ∈ Rm
is needed for all scalar products, b is stored in a replicated way. For matrix A, a
row-oriented data distribution is chosen such that a processor computes the scalar
product for which the matrix row can be accessed locally. Row-oriented blockwise
as well as cyclic or block–cyclic data distributions can be used.
For the row-oriented blockwise data distribution of matrix A, processor Pk , k =
1, . . . , p, stores the rows ai , i = n/ p · (k − 1) + 1, . . . , n/ p · k, in its private
memory and computes the scalar products (ai , b). The computation of (ai , b) needs
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no data from other processors and, thus, no communication is required. According
to the row-oriented blockwise computation the result vector c = (c1 , . . . , cn ) has a
blockwise distribution.
When the matrix–vector product is used within a larger algorithm like iteration
methods, there are usually certain requirements for the distribution of c. In iteration
methods, there is often the requirement that the result vector c has the same data
distribution as the vector b. To achieve a replicated distribution for c, each processor Pk , k = 1, . . . , p, sends its block (cn/ p·(k−1)+1 , . . . , cn/ p·k ) to all other processors. This can be done by a multi-broadcast operation. A parallel implementation
of the matrix–vector product including this communication is given in Fig. 3.10.
The program is executed by all processors Pk , k = 1, . . . , p, in the SPMD style.
The communication operation includes an implicit barrier synchronization. Each
processor Pk stores a different part of the n × m array A in its local array local A
of dimension local n × m. The block of rows stored by Pk in local A contains
the global elements
local A[i][j]=A[i+(k-1) * n/p][j]
with i = 0, . . . , n/ p − 1, j = 0, . . . , m − 1, and k = 1, . . . , p. Each processor
computes a local matrix–vector product of array local A with array b and stores
the result in array local c of size local n. The communication operation
multi broadcast(local c,local n,c)
performs a multi-broadcast operation with the local arrays local c of all processors as input. After this communication operation, the global array c contains the
values
c[i+(k-1) * n/p]=local c[i]
for i = 0, . . . , n/ p − 1 and k = 1, . . . , p, i.e., the array c contains the values of
the local vectors in the order of the processors and has a replicated data distribution.

Fig. 3.10 Program fragment in C notation for a parallel program of the matrix–vector product with
row-oriented blockwise distribution of the matrix A and a final redistribution of the result vector c
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See Fig. 3.13(1) for an illustration of the data distribution of A, b, and c for the
program given in Fig. 3.10.
For a row-oriented cyclic distribution, each processor Pk , k = 1, . . . , p, stores
the rows ai of matrix A with i = k + p · (l − 1) for l = 1, . . . , n/ p and computes
the corresponding scalar products. The rows in the private memory of processor Pk
are stored within one local array local A of dimension local n × m. After the
parallel computation of the result array local c, the entries have to be reordered
correspondingly to get the global result vector in the original order.
For the implementation of the matrix–vector product on a shared memory
machine, the row-oriented distribution of the matrix A and the corresponding distribution of the computation can be used. Each processor of the shared memory
machine computes a set of scalar products as described above. A processor Pk computes n/ p elements of the result vector c and uses n/ p corresponding rows of matrix
A in a blockwise or cyclic way, k = 1, . . . , p. The difference to the implementation
on a distributed memory machine is that an explicit distribution of the data is not
necessary since the entire matrix A and vector b reside in the common memory
accessible by all processors.
The distribution of the computation to processors according to a row-oriented
distribution, however, causes the processors to access different elements of A and
compute different elements of c. Thus, the write accesses to c cause no conflict.
Since the accesses to matrix A and vector b are read accesses, they also cause
no conflict. Synchronization and locking are not required for this shared memory
implementation. Figure 3.11 shows an SPMD program for a parallel matrix–vector
multiplication accessing the global arrays A, b, and c. The variable k denotes the
processor id of the processor Pk , k = 1, . . . , p. Because of this processor number
k, each processor Pk computes different elements of the result array c. The program fragment ends with a barrier synchronization synch() to guarantee that all
processors reach this program point and the entire array c is computed before any
processor executes subsequent program parts. (The same program can be used for a
distributed memory machine when the entire arrays A, b, and c are allocated in
each private memory; this approach needs much more memory since the arrays are
allocated p times.)

Fig. 3.11 Program fragment in C notation for a parallel program of the matrix–vector product with row-oriented blockwise distribution of the computation. In contrast to the program in Fig. 3.10, the program uses the global arrays A, b, and c for a shared memory
system
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3.6.2 Parallel Computation of the Linear Combinations
For a distributed memory machine, the parallel implementation of the matrix–vector
product in the form of the linear combination uses a column-oriented distribution of
the matrix A. Each processor computes the part of the linear combination for which
it owns the corresponding columns ãi , i ∈ {1, . . . , m}. For a blockwise distribution
of the columns of A, processor Pk owns the columns ãi , i = m/ p · (k − 1) +
1, . . . , m/ p · k, and computes the n-dimensional vector


m/ p·k

dk =

b j ã j ,

j=m/ p·(k−1)+1

which is a partial linear combination and a part of the total result, k = 1, . . . , p. For
this computation only a block of elements of vector b is accessed and only this block
needs to be stored in the private memory. After the parallel computation of
the vecp
tors dk , k = 1, . . . , p, these vectors are added to give the final result c = k=1 dk .
Since the vectors dk are stored in different local memories, this addition requires
communication, which can be performed by an accumulation operation with the
addition as reduction operation. Each of the processors Pk provides its vector dk for
the accumulation operation. The result of the accumulation is available on one of
the processors. When the vector is needed in a replicated distribution, a broadcast
operation is performed. The data distribution before and after the communication
is illustrated in Fig. 3.13(2a). A parallel program in the SPMD style is given in
Fig. 3.12. The local arrays local b and local A store blocks of b and blocks of
columns of A so that each processor Pk owns the elements
local A[i][j]=A[i][j+(k-1) * m/p]
and
local b[j]=b[j+(k-1) * m/p],

Fig. 3.12 Program fragment in C notation for a parallel program of the matrix–vector product
with column-oriented blockwise distribution of the matrix A and reduction operation to compute
the result vector c. The program uses local array d for the parallel computation of partial linear
combinations
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where j=0,...,m/p-1, i=0,...,n-1, and k=1,...,p. The array d is a
private vector allocated by each of the processors in its private memory containing
different data after the computation. The operation
single accumulation(d,local m,c,ADD,1)
denotes an accumulation operation, for which each processor provides its array d of
size n, and ADD denotes the reduction operation. The last parameter is 1 and means
that processor P1 is the root processor of the operation, which stores the result of the
addition into the array c of length n. The final single broadcast(c,1) sends
the array c from processor P1 to all other processors and a replicated distribution of
c results.
Alternatively to this final communication, multi-accumulation operation can be
applied which leads to a blockwise distribution of array c. This program version
may be advantageous if c is required to have the same distribution as array b. Each
processor accumulates the n/ p elements of the local arrays d, i.e., each processor
computes a block of the result vector c and stores it in its local memory. This communication is illustrated in Fig. 3.13(2b).
For shared memory machines, the parallel computation of the linear combinations can also be used but special care is needed to avoid access conflicts for the
write accesses when computing the partial linear combinations. To avoid write conflicts, a separate array d k of length n should be allocated for each of the processors
Pk to compute the partial result in parallel without conflicts. The final accumulation
needs no communication, since the data d k are in the common memory, and can
be performed in a blocked way.
The computation and communication time for the matrix–vector product is analyzed in Sect. 4.4.2.

3.7 Processes and Threads
Parallel programming models are often based on processors or threads. Both are
abstractions for a flow of control, but there are some differences which we will
consider in this section in more detail. As described in Sect. 3.2, the principal idea
is to decompose the computation of an application into tasks and to employ multiple control flows running on different processors or cores for their execution, thus
obtaining a smaller overall execution time by parallel processing.

3.7.1 Processes
In general, a process is defined as a program in execution. The process comprises the
executable program along with all information that is necessary for the execution
of the program. This includes the program data on the runtime stack or the heap,
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Fig. 3.13 Parallel matrix–vector multiplication with (1) parallel computation of scalar products
and replicated result and (2) parallel computation of linear combinations with (a) replicated result
and (b) blockwise distribution of the result
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the current values of the registers, as well as the content of the program counter
which specifies the next instruction to be executed. All this information changes
dynamically during the execution of the process. Each process has its own address
space, i.e., the process has exclusive access to its data. When two processes want to
exchange data, this has to be done by explicit communication.
A process is assigned to execution resources (processors or cores) for execution.
There may be more processes than execution resources. To bring all processes to
execution from time to time, an execution resource typically executes several processes at different points in time, e.g., in a round-robin fashion. If the execution is
assigned to another process by the scheduler of the operating system, the state of the
suspended process must be saved to allow a continuation of the execution at a later
time with the process state before suspension. This switching between processes is
called context switch, and it may cause a significant overhead, depending on the
hardware support [137]. Often time slicing is used to switch between the processes.
If there is a single execution resource only, the active processes are executed concurrently in a time-sliced way, but there is no real parallelism. If several execution
resources are available, different processes can be executed by different execution
resources, thus indeed leading to a parallel execution.
When a process is generated, it must obtain the data required for its execution.
In Unix systems, a process P1 can create a new process P2 with the fork system
call. The new child process P2 is an identical copy of the parent process P1 at the
time of the fork call. This means that the child process P2 works on a copy of
the address space of the parent process P1 and executes the same program as P1 ,
starting with the instruction following the fork call. The child process gets its own
process number and, depending on this process number, it can execute different
statements as the parent process. Since each process has its own address space and
since process creation includes the generation of a copy of the address space of the
parent process, process creation and management may be quite time-consuming.
Data exchange between processes is often done via socket communication which is
based on TCP/IP or UDP/IP communication. This may lead to a significant overhead, depending on the socket implementation and the speed of the interconnection
between the execution resources assigned to the communicating processes.

3.7.2 Threads
The thread model is an extension of the process model. In the thread model, each
process may consist of multiple independent control flows which are called threads.
The word thread is used to indicate that a potentially long continuous sequence of
instructions is executed. During the execution of a process, the different threads of
this process are assigned to execution resources by a scheduling method.
3.7.2.1 Basic Concepts of Threads
A significant feature of threads is that threads of one process share the address space
of the process, i.e., they have a common address space. When a thread stores a value
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in the shared address space, another thread of the same process can access this value
afterwards. Threads are typically used if the execution resources used have access to
a physically shared memory, as is the case for the cores of a multicore processor. In
this case, information exchange is fast compared to socket communication. Thread
generation is usually much faster than process generation: No copy of the address
space is necessary since the threads of a process share the address space. Therefore,
the use of threads is often more flexible than the use of processes, yet providing
the same advantages concerning a parallel execution. In particular, the different
threads of a process can be assigned to different cores of a multicore processor,
thus providing parallelism within the processes.
Threads can be provided by the runtime system as user-level threads or by the
operating system as kernel threads. User-level threads are managed by a thread
library without specific support by the operating system. This has the advantage
that a switch from one thread to another can be done without interaction of the
operating system and is therefore quite fast. Disadvantages of the management of
threads at user level come from the fact that the operating system has no knowledge about the existence of threads and manages entire processes only. Therefore,
the operating system cannot map different threads of the same process to different
execution resources and all threads of one process are executed on the same execution resource. Moreover, the operating system cannot switch to another thread if
one thread executes a blocking I/O operation. Instead, the CPU scheduler of the
operating system suspends the entire process and assigns the execution resource to
another process.
These disadvantages can be avoided by using kernel threads, since the operating
system is aware of the existence of threads and can react correspondingly. This is
especially important for an efficient use of the cores of a multicore system. Most
operating systems support threads at the kernel level.
3.7.2.2 Execution Models for Threads
If there is no support for thread management by the operating system, the thread
library is responsible for the entire thread scheduling. In this case, all user-level
threads of a user process are mapped to one process of the operating system. This is
called N:1 mapping, or many-to-one mapping, see Fig. 3.14 for an illustration. At
each point in time, the library scheduler determines which of the different threads
comes to execution. The mapping of the processes to the execution resources is done
by the operating system. If several execution resources are available, the operating
system can bring several processes to execution concurrently, thus exploiting parallelism. But with this organization the execution of different threads of one process
on different execution resources is not possible.
If the operating system supports thread management, there are two possibilities
for the mapping of user-level threads to kernel threads. The first possibility is to
generate a kernel thread for each user-level thread. This is called 1:1 mapping, or
one-to-one mapping, see Fig. 3.15 for an illustration. The scheduler of the operating system selects which kernel threads are executed at which point in time. If
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multiple execution resources are available, it also determines the mapping of the
kernel threads to the execution resources. Since each user-level thread is assigned
to exactly one kernel thread, there is no need for a library scheduler. Using a 1:1
mapping, different threads of a user process can be mapped to different execution
resources, if enough resources are available, thus leading to a parallel execution
within a single process.
The second possibility is to use a two-level scheduling where the scheduler of
the thread library assigns the user-level threads to a given set of kernel threads. The
scheduler of the operating system maps the kernel threads to the available execution
resources. This is called N:M mapping, or many-to-many mapping, see Fig. 3.16
for an illustration. At different points in time, a user thread may be mapped to a
different kernel thread, i.e., no fixed mapping is used. Correspondingly, at different
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Fig. 3.16 Illustration of an
N :M mapping for thread
management with kernel
threads using a two-level
scheduling. User-level
threads T of different
processes are assigned to a
set of kernel threads BT
(N :M mapping) which are
then mapped by the scheduler
of the operating system to
execution resources P
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points in time, a kernel thread may execute different user threads. Depending on the
thread library, the programmer can influence the scheduler of the library, e.g., by
selecting a scheduling method as is the case for the Pthreads library, see Sect. 6.1.10
for more details. The scheduler of the operating system on the other hand is tuned
for an efficient use of the hardware resources, and there is typically no possibility
for the programmer to directly influence the behavior of this scheduler. This second
mapping possibility usually provides more flexibility than a 1:1 mapping, since the
programmer can adapt the number of user-level threads to the specific algorithm or
application. The operating system can select the number of kernel threads such that
an efficient management and mapping of the execution resources is facilitated.
3.7.2.3 Thread States
A thread can be in one of the following states:
• newly generated, i.e., the thread has just been generated, but has not yet performed any operation;
• executable, i.e., the thread is ready for execution, but is currently not assigned to
any execution resources;
• running, i.e., the thread is currently being executed by an execution resource;
• waiting, i.e., the thread is waiting for an external event to occur; the thread cannot
be executed before the external event happens;
• finished, i.e., the thread has terminated all its operations.
Figure 3.17 illustrates the transition between these states. The transitions between
the states executable and running are determined by the scheduler. A thread may
enter the state waiting because of a blocking I/O operation or because of the execution of a synchronization operation which causes it to be blocked. The transition
from the state waiting to executable may be caused by a termination of a previously issued I/O operation or because another thread releases the resource which
this thread is waiting for.
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Fig. 3.17 States of a thread.
The nodes of the diagram
show the possible states of a
thread and the arrows show
possible transitions between
them
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3.7.2.4 Visibility of Data
The different threads of a process share a common address space. This means that
the global variables of a program and all dynamically allocated data objects can
be accessed by any thread of this process, no matter which of the threads has allocated the object. But for each thread, there is a private runtime stack for controlling
function calls of this thread and to store the local variables of these functions, see
Fig. 3.18 for an illustration. The data kept on the runtime stack is local data of the
corresponding thread and the other threads have no direct access to this data. It is in
principle possible to give them access by passing an address, but this is dangerous,
since how long the data is accessible cannot be predicted. The stack frame of a
function call is freed as soon as the function call is terminated. The runtime stack
of a thread exists only as long as the thread is active; it is freed as soon as the
thread is terminated. Therefore, a return value of a thread should not be passed via
its runtime stack. Instead, a global variable or a dynamically allocated data object
should be used, see Chap. 6 for more details.
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3.7.3 Synchronization Mechanisms
When multiple threads execute a parallel program in parallel, their execution has to
be coordinated to avoid race conditions. Synchronization mechanisms are provided
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to enable a coordination, e.g., to ensure a certain execution order of the threads
or to control access to shared data structures. Synchronization for shared variables
is mainly used to avoid a concurrent manipulation of the same variable by different threads, which may lead to non-deterministic behavior. This is important for
multi-threaded programs, no matter whether a single execution resource is used in a
time-slicing way or whether several execution resources execute multiple threads in
parallel. Different synchronization mechanisms are provided for different situations.
In the following, we give a short overview.
3.7.3.1 Lock Synchronization
For a concurrent access of shared variables, race conditions can be avoided by a
lock mechanism based on predefined lock variables, which are also called mutex
variables as they help to ensure mutual exclusion. A lock variable l can be in one of
two states: locked or unlocked. Two operations are provided to influence this state:
lock(l) and unlock(l). The execution of lock(l) locks l such that it cannot
be locked by another thread; after the execution, l is in the locked state and the
thread that has executed lock(l) is the owner of l. The execution of unlock(l)
unlocks a previously locked lock variable l; after the execution, l is in the unlocked
state and has no owner. To avoid race conditions for the execution of a program part,
a lock variable l is assigned to this program part and each thread executes lock(l)
before entering the program part and unlock(l) after leaving the program part.
To avoid race conditions, each of the threads must obey this programming rule.
A call of lock(l) for a lock variable l has the effect that the executing thread
T1 becomes the owner of l, if l has been in the unlocked state before. But if there
is already another owner T2 of l before T1 calls lock(l), T1 is blocked until
T2 has called unlock(l) to release l. If there are blocked threads waiting for l
when unlock(l) is called, one of the waiting threads is woken up and becomes
the new owner of l. Thus, using a lock mechanism in the described way leads
to a sequentialization of the execution of a program part which ensures that at
each point in time, only one thread executes the program part. The provision of
lock mechanisms in libraries like Pthreads, OpenMP, or Java threads is described in
Chap. 6.
It is important to see that mutual exclusion for accessing a shared variable
can only be guaranteed if all threads use a lock synchronization to access the
shared variable. If this is not the case, a race condition may occur, leading to an
incorrect program behavior. This can be illustrated by the following example where
two threads T1 and T2 access a shared integer variable s which is protected by a lock
variable l [112]:
Thread T1
lock(l);
s = 1;
if (s!=1) fire missile();
unlock(l);

Thread T2
s = 2;
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In this example, thread T1 may get interrupted by the scheduler and thread T2 can set
the value of s to 2; if T1 resumes execution, s has value 2 and fire missile()
is called. For other execution orders, fire missile() will not be called. This
non-deterministic behavior can be avoided if T2 also uses a lock mechanism with l
to access s.
Another mechanism to ensure mutual exclusion is provided by semaphores [40].
A semaphore is a data structure which contains an integer counter s and to which
two atomic operations P(s) and V (s) can be applied. A binary semaphore s can
only have values 0 or 1. For a counting semaphore, s can have any positive integer
value. The operation P(s), also denoted as wait(s), waits until the value of s is
larger than 0. When this is the case, the value of s is decreased by 1, and execution
can continue with the subsequent instructions. The operation V (s), also denoted
as signal(s), increments the value of s by 1. To ensure mutual exclusion for a
critical section, the section is protected by a semaphore s in the following form:
wait(s)
critical section
signal(s).
Different threads may execute operations P(s) or V (s) for a semaphore s to access
the critical section. After a thread T1 has successfully executed the operation
wait(s) with waiting it can enter the critical section. Every other thread T2 is
blocked when it executes wait(s) and can therefore not enter the critical section.
When T1 executes signal(s) after leaving the critical section, one of the waiting
threads will be woken up and can enter the critical section.
Another concept to ensure mutual exclusion is the concept of monitors [90]. A
monitor is a language construct which allows the definition of data structures and
access operations. These operations are the only means by which the data of a monitor can be accessed. The monitor ensures that the access operations are executed
with mutual exclusion, i.e., at each point in time, only one thread is allowed to
execute any of the access methods provided.

3.7.3.2 Thread Execution Control
To control the execution of multiple threads, barrier synchronization and condition
synchronization can be used. A barrier synchronization defines a synchronization
point where each thread must wait until all other threads have also reached this
synchronization point. Thus, none of the threads executes any statement after the
synchronization point until all other threads have also arrived at this point. A barrier
synchronization also has the effect that it defines a global state of the shared address
space in which all operations specified before the synchronization point have been
executed. Statements after the synchronization point can be sure that this global
state has been established.
Using a condition synchronization, a thread T1 is blocked until a given condition has been established. The condition could, for example, be that a shared variable
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contain a specific value or have a specific state like a shared buffer containing at
least one entry. The blocked thread T1 can only be woken up by another thread T2 ,
e.g., after T2 has established the condition which T1 waits for. When T1 is woken
up, it enters the state executable, see Sect. 3.7.2.2, and will later be assigned to an
execution resource, then entering the state running. Thus, after being woken up,
T1 may not be immediately executed, e.g., if not enough execution resources are
available. Therefore, although T2 may have established the condition which T1 waits
for, it is important that T1 check the condition again as soon as it is running. The
reason for this additional check is that in the meantime another thread T3 may have
performed some computations which might have led to the fact that the condition
is not fulfilled any more. Condition synchronization can be supported by condition
variables. These are for example provided by Pthreads and must be used together
with a lock variable to avoid race condition when evaluating the condition, see
Sect. 6.1 for more details. A similar mechanism is provided in Java by wait()
and notify(), see Sect. 6.2.3.

3.7.4 Developing Efficient and Correct Thread Programs
Depending on the requirements of an application and the specific implementation
by the programmer, synchronization leads to a complicated interaction between
the executing threads. This may cause problems like performance degradation by
sequentializations, or even deadlocks. This section contains a short discussion of
this topic and gives some suggestions about how efficient thread-based programs
can be developed.
3.7.4.1 Number of Threads and Sequentialization
Depending on the design and implementation, the runtime of a parallel program
based on threads can be quite different. For the design of a parallel program it is
important
• to use a suitable number of threads which should be selected according to the
degree of parallelism provided by the application and the number of execution
resources available and
• to avoid sequentialization by synchronization operations whenever possible.
When synchronization is necessary, e.g., to avoid race conditions, it is important
that the resulting critical section which is executed sequentially be made as small as
possible to reduce the resulting waiting times.
The creation of threads is necessary to exploit parallel execution. A parallel program should create a sufficiently large number of threads to provide enough work
for all cores of an execution platform, thus using the available resources efficiently.
But the number of threads created should not be too large to keep the overhead for
thread creation, management, and termination small. For a large number of threads,
the work per thread may become quite small, giving the thread overhead a significant
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portion of the overall execution time. Moreover, many hardware resources, in particular caches, may be shared by the cores, and performance degradations may result
if too many threads share the resources; in the case of caches, a degradation of the
read/write bandwidth might result.
The threads of a parallel program must be coordinated to ensure a correct behavior. An example is the use of synchronization operations to avoid race conditions.
But too many synchronizations may lead to situations where only one or a small
number of threads are active while the other threads are waiting because of a synchronization operation. In effect, this may result in a sequentialization of the thread
execution, and the available parallelism cannot be used. In such situations, increasing the number of threads does not lead to faster program execution, since the new
threads are waiting most of the time.
3.7.4.2 Deadlock
Non-deterministic behavior and race conditions can be avoided by synchronization
mechanisms like lock synchronization. But the use of locks can lead to deadlocks,
when program execution comes into a state where each thread waits for an event
that can only be caused by another thread, but this thread is also waiting.
Generally, a deadlock occurs for a set of activities, if each of the activities waits
for an event that can only be caused by one of the other activities, such that a cycle
of mutual waiting occurs. A deadlock may occur in the following example where
two threads T1 and T2 both use two locks s1 and s2:
Thread T1
lock(s1);
lock(s2);
do work();
unlock(s2)
unlock(s1)

Thread T2
lock(s2);
lock(s1):
do work();
unlock(s1)
unlock(s2)

A deadlock occurs for the following execution order:
• a thread T1 first tries to set a lock s1 , and then s2 ; after having locked s1 successfully, T1 is interrupted by the scheduler;
• a thread T2 first tries to set lock s2 and then s1 ; after having locked s2 successfully,
T2 waits for the release of s1 .
In this situation, s1 is locked by T1 and s2 by T2 . Both threads T1 and T2 wait for
the release of the missing lock by the other thread. But this cannot occur, since the
other thread is waiting.
It is important to avoid such mutual or cyclic waiting situations, since the program cannot be terminated in such situations. Specific techniques are available to
avoid deadlocks in cases where a thread must set multiple locks to proceed. Such
techniques are described in Sect. 6.1.2.
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3.7.4.3 Memory Access Times and Cache Effects
Memory access times may constitute a significant portion of the execution time of a
parallel program. A memory access issued by a program causes a data transfer from
the main memory into the cache hierarchy of that core which has issued the memory
access. This data transfer is caused by the read and write operations of the cores.
Depending on the specific pattern of read and write operations, not only is there a
transfer from main memory to the local caches of the cores, but there may also be a
transfer between the local caches of the cores. The exact behavior is controlled by
hardware, and the programmer has no direct influence on this behavior.
The transfer within the memory hierarchy can be captured by dependencies
between the memory accesses issued by different cores. These dependencies can
be categorized as read–read dependency, read–write dependency, and write–write
dependency. A read–read dependency occurs if two threads running on different
cores access the same memory location. If this memory location is stored in the
local caches of both cores, both can read the stored values from their cache, and
no access to main memory needs to be done. A read–write dependency occurs,
if one thread T1 executes a write into a memory location which is later read by
another thread T2 running on a different core. If the two cores involved do not share
a common cache, the memory location that is written by T1 must be transferred into
main memory after the write before T2 executes its read which then causes a transfer
from main memory into the local cache of the core executing T2 . Thus, a read–write
dependency consumes memory bandwidth.
A write–write dependency occurs, if two threads T1 and T2 running on different
cores perform a write into the same memory location in a given order. Assuming
that T1 writes before T2 , a cache coherency protocol, see Sect. 2.7.3, must ensure
that the caches of the participating cores are notified when the memory accesses
occur. The exact behavior depends on the protocol and the cache implementation
as write-through or write-back, see Sect. 2.7.1. In any case, the protocol causes a
certain amount of overhead to handle the write–write dependency.
False sharing occurs if two threads T1 and T2 , running on different cores, access
different memory locations that are held in the same cache line. In this case, the
same memory operations must be performed as for an access to the same memory
locations, since a cache line is the smallest transfer unit in the memory hierarchy.
False sharing can lead to a significant amount of memory transfers and to notable
performance degradations. It can be avoided by an alignment of variables to cache
line boundaries; this is supported by some compilers.

3.8 Further Parallel Programming Approaches
For the programming of parallel architectures, a large number of approaches have
been developed during the last years. A first classification of these approaches can be
made according to the memory view provided, shared address space or distributed
address space, as discussed earlier. In the following, we give a detailed description of
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the most popular approaches for both classes. For a distributed address space, MPI
is by far the most often used environment, see Chap. 5 for a detailed description.
The use of MPI is not restricted to parallel machines with a physically distributed
memory organization. It can also be used for parallel architectures with a physically
shared address space like multicore architectures. Popular programming approaches
for shared address space include Pthreads, Java threads, and OpenMP, see Chap. 6
for a detailed treatment. But besides these popular environments, there are many
other interesting approaches aiming at making parallel programming easier by providing the right abstraction. We give a short overview in this section.
The advent of multicore architectures and their use in normal desktop computers
has led to an intensifying of the research efforts to develop a simple, yet efficient
parallel language. An important argument for the need of such a language is that
parallel programming with processes or threads is difficult and is a big step for
programmers used to sequential programming [114]. It is often mentioned that, for
example, thread programming with lock mechanisms and other forms of synchronization are too low level and too error-prone, since problems like race conditions
or deadlocks can easily occur. Current techniques for parallel software development
are therefore sometimes compared to assembly programming [169].
In the following, we give a short description of language approaches which
attempt to provide suitable mechanisms at the right level of abstraction. Moreover,
we give a short introduction to the concept of transactional memory.

3.8.1 Approaches for New Parallel Languages
In this subsection, we give a short overview of interesting approaches for new
parallel languages that are already in use but are not yet popular enough to be
described in great detail in an introductory textbook on parallel computing. Some
of the approaches described have been developed in the area of high-performance
computing, but they can also be used for small parallel systems, including multicore
systems.
3.8.1.1 Unified Parallel C
Unified Parallel C (UPC) has been proposed as an extension to C for the use of parallel machines and cluster systems [47]. UPC is based on the model of a partitioned
global address space (PGAS) [32], in which shared variables can be stored. Each
such variable is associated with a certain thread, but the variable can also be read
or manipulated by other threads. But typically, the access time for the variable is
smaller for the associated thread than for another thread. Additionally, each thread
can define private data to which it has exclusive access.
In UPC programs, parallel execution is obtained by creating a number of threads
at program start. The UPC language extensions to C define a parallel execution
model, memory consistency models for accessing shared variables, synchronization
operations, and parallel loops. A detailed description is given in [47]. UPC compilers are available for several platforms. For Linux systems, free UPC compilers are
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the Berkeley UPC compiler (see upc.nersc.gov) and the GCC UPC compiler
(see www.intrepid.com/upc3). Other languages based on the PGAS model
are the Co-Array Fortran Language (CAF), which is based on Fortran, and Titanium,
which is similar to UPC, but is based on Java instead of C.
3.8.1.2 DARPA HPCS Programming Languages
In the context of the DARPA HPCS (High Productivity Computing Systems) program, new programming languages have been proposed and implemented, which
support programming with a shared address space. These languages include Fortress,
X10, and Chapel.
Fortress has been developed by Sun Microsystems. Fortress is a new objectoriented language based on Fortran which facilitates program development for parallel systems by providing a mathematical notation [11]. The language Fortress supports the parallel execution of programs by parallel loops and by the parallel evaluation of function arguments with multiple threads. Many constructs provided are
implicitly parallel, meaning that the threads needed are created without an explicit
control in the program.
A separate thread is, for example, implicitly created for each argument of a function call without any explicit thread creation in the program. Additionally, explicit
threads can be created for the execution of program parts. Thread synchronization is
performed with atomic expressions which guarantee that the effect on the memory
becomes atomically visible immediately after the expression has been completely
evaluated; see also the next section on transactional memory.
X10 has been developed by IBM as an extension to Java targeting at highperformance computing. Similar to UPC, X10 is based on the PGAS memory model
and extends this model to the GALS model (globally asynchronous, locally synchronous) by introducing logical places [28]. The threads of a place have a locally
synchronous view of their shared address space, but threads of different places work
asynchronously with each other. X10 provides a variety of operations to access array
variables and parts of array variables. Using array distributions, a partitioning of
an array to different places can be specified. For the synchronization of threads,
atomic blocks are provided which support an atomic execution of statements. By
using atomic blocks, the details of synchronization are performed by the runtime
system, and no low-level lock synchronization must be performed.
Chapel has been developed by Cray Inc. as a new parallel language for highperformance computing [37]. Some of the language constructs provided are similar
to High-Performance Fortran (HPF). Like Fortress and X10, Chapel also uses the
model of a global address space in which data structures can be stored and accessed.
The parallel execution model supported is based on threads. At program start, there
is a single main thread; using language constructs like parallel loops, more threads
can be created. The threads are managed by the runtime system and the programmer does not need to start or terminate threads explicitly. For the synchronization
of computations on shared data, synchronization variables and atomic blocks are
provided.
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3.8.1.3 Global Arrays
The global array (GA) approach has been developed to support program design for
applications from scientific computing which mainly use array-based data structures, like vectors or matrices [127].
The GA approach is provided as a library with interfaces for C, C++, and Fortran
for different parallel platforms. The GA approach is based on a global address space
in which global array can be stored such that each process is associated with a
logical block of the global array; access to this block is faster than access to the
other blocks. The GA library provides basic operations (like put, get, scatter, gather)
for the shared address space, as well as atomic operations and lock mechanisms
for accessing global arrays. Data exchange between processes can be performed
via global arrays. But a message-passing library like MPI can also be used. An
important application area for the GA approach is the area of chemical simulations.

3.8.2 Transactional Memory
Threads must be synchronized when they access shared data concurrently. Standard
approaches to avoid race conditions are mutex variables or critical sections. A
typical programming style is as follows:
• The programmer identifies critical sections in the program and protects them with
a mutex variable which is locked when the critical section is entered and unlocked
when the critical section is left.
• This lock mechanism guarantees that the critical section is entered by one thread
at a time, leading to mutual exclusion.
Using this approach with a lock mechanism leads to a sequentialization of the execution of critical sections. This may lead to performance problems and the critical
sections may become a bottleneck. In particular, scalability problems often arise
when a large number of threads are used and when the critical sections are quite
large so that their execution takes quite long.
For small parallel systems like typical multicore architecture with only a few
cores, this problem does not play an important role, since only a few threads are
involved. But for large parallel systems of future multicore systems with a significantly larger number of cores, this problem must be carefully considered and the
granularity of the critical section must be reduced significantly. Moreover, using
a lock mechanism the programmer must strictly follow the conventions and must
explicitly protect all program points at which an access conflict to shared data may
occur in order to guarantee a correct behavior. If the programmer misses a program
point which should be locked, the resulting program may cause error situations from
time to time which depend on the relative execution speed of the threads and which
are often not reproducible.
As an alternative approach to lock mechanisms, the use of transactional memory has been proposed, see, for example, [2, 16, 85]. In this approach, a program
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is a series of transactions which appear to be executed indivisibly. A transaction
is defined as a sequence of instructions which are executed by a single thread such
that the following properties are fulfilled:
• Serializability: The transactions of a program appear to all threads to be executed
in a global serial order. In particular, no thread observes an interleaving of the
instructions of different transactions. All threads observe the execution of the
transactions in the same global order.
• Atomicity: The updates in the global memory caused by the execution of the
instructions of a transaction become atomically visible to the other threads after
the executing thread has completed the execution of the instructions. A transaction that is completed successfully commits. If a transaction is interrupted, it has
no effect on the global memory. A transaction that fails aborts. If a transaction
fails, it is aborted for all threads, i.e., no thread observes any effect caused by
the execution of the transaction. If a transaction is successful, it commits for all
threads atomically.
Using a lock mechanism to protect a critical section does not provide atomicity in
the sense just defined, since the effect on the shared memory becomes immediately
visible. Using the concept of transactions for parallel programming requires the
provision of new constructs which could, for example, be embedded into a programming language. A suitable construct is the use of atomic blocks where each
atomic block defines a transaction [2]. The DARPA HPCS languages Fortran,
X10, and Chapel contain such constructs to support the use of transactions, see
Sect. 3.8.1.
The difference between the use of a lock mechanism and atomic blocks is
illustrated in Fig. 3.19 for the example of a thread-safe access to a bank account
using Java [2]. Access synchronization based on a lock mechanism is provided by
the class LockAccount, which uses a synchronized block for accessing the
account. When the method add() is called, this call is simply forwarded to the nonthread-safe add() method of the class Account, which we assume to be given.
Executing the synchronized block causes an activation of the lock mechanism using
the implicit mutex variable of the object mutex. This ensures the sequentialization of the access. An access based on transactions is implemented in the class
AtomicAccount, which uses an atomic block to activate the non-thread-safe
add() method of the Account class. The use of the atomic block ensures that
the call to add() is performed atomically. Thus, the responsibility for guaranteeing
serializability and atomicity is transferred to the runtime system. But depending on
the specific situation, the runtime system does not necessarily need to enforce a
sequentialization if this is not required. It should be noted that atomic blocks are
not (yet) part of the Java language.
An important advantage of using transactions is that the runtime system can perform several transactions in parallel if the memory access pattern of the transactions
allows this. This is not possible when using standard mutex variables. On the other
hand, mutex variables can be used to implement more complex synchronization
mechanisms which allow, e.g., a concurrent read access to shared data structures. An
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Fig. 3.19 Comparison
between a lock-oriented and a
transaction-oriented
implementation of an access
to an account in Java

example is the read–write locks which allow multiple read accesses but only a single
write access at a time, see Sect. 6.1.4 for an implementation in Pthreads. Since the
runtime system can optimize the execution of transactions, using transactions may
lead to a better scalability compared to the use of lock variables.
By using transactions, many responsibilities are transferred to the runtime system. In particular, the runtime system must ensure serializability and atomicity. To
do so, the runtime system must provide the following two key mechanisms:
• Version control: The effect of a transaction must not become visible before the
completion of the transaction. Therefore, the runtime system must perform the
execution of the instructions of a transaction on a separate version of data. The
previous version is kept as a copy in case the current transaction fails. If the
current transaction is aborted, the previous version remains visible. If the current
transaction commits, the new version becomes globally visible after the completion of the transaction.
• Conflict detection: To increase scalability, it is useful to execute multiple transactions in parallel. When doing so, it must be ensured that these transactions
do not concurrently operate on the same data. To ensure the absence of such
conflicts, the runtime system must inspect the memory access pattern of each
transaction before issuing a parallel execution.
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The use of transactions for parallel programming is an active area of research and
the techniques developed are currently not available in standard programming languages. But transactional memory provides a promising approach, since it provides
a more abstract mechanism than lock variables and can help to improve scalability
of parallel programs for parallel systems with a shared address space like multicore
processors. A detailed overview of many aspects of transactional memory can be
found in [112, 144, 2].

3.9 Exercises for Chap. 3
Exercise 3.1 Consider the following sequence of instructions I1 , I2 , I3 , I4 , I5 :
I1 : R1
I2 : R3
I3 : R5
I4 : R4
I5 : R2

←
←
←
←
←

R1
R1
R3
R3
R2

+
+
+
+
+

R2
R2
R4
R1
R4

Determine all flow, anti, and output dependences and draw the resulting data
dependence graph. Is it possible to execute some of these instructions parallel to
each other?
Exercise 3.2 Consider the following two loops:
for (i=0
a(i) =
c(i) =
d(i) =
endfor

: n-1)
forall (i=0 : n-1)
b(i) +1;
a(i) = b(i) + 1;
a(i) +2;
c(i) = a(i) + 2;
c(i+1)+1;
d(i) = c(i+1) + 1;
endforall

Do these loops perform the same computations? Explain your answer.
Exercise 3.3 Consider the following sequential loop:
for (i=0 : n-1)
a(i+1) = b(i) + c;
d(i) = a(i) + e;
endfor
Can this loop be transformed into an equivalent forall loop? Explain your
answer.
Exercise 3.4 Consider a 3 × 3 mesh network and the global communication operation scatter. Give a spanning tree which can be used to implement a scatter operation
as defined in Sect. 3.5.2. Explain how the scatter operation is implemented on this
tree. Also explain why the scatter operation is the dual operation of the gather operation and how the gather operation can be implemented.

148

3 Parallel Programming Models

Exercise 3.5 Consider a matrix of dimension 100 × 100. Specify the distribution vector (( p1 , b1 ), ( p2 , b2 )) to describe the following data distributions for p
processors:
•
•
•
•

Column-cyclic distribution,
Row-cyclic distribution,
Blockwise column-cyclic distribution with block size 5,
Blockwise row-cyclic distribution with block size 5.

Exercise 3.6 Consider a matrix of size 7 × 11. Describe the data distribution which
results for the distribution vector ((2, 2), (3, 2)) by specifying which matrix element
is stored by which of the six processors.
Exercise 3.7 Consider the matrix–vector multiplication programs in Sect. 3.6. Based
on the notation used in this section, develop an SPMD program for computing a
matrix–matrix multiplication C = A · B for a distributed address space. Use the
notation from Sect. 3.6 for the communication operations. Assume the following
distributions for the input matrices A and B:
(a) A is distributed in row-cyclic, B is distributed in column-cyclic order;
(b) A is distributed in column-blockwise, B in row-blockwise order;
(c) A and B are distributed in checkerboard order as has been defined on p. 114.
In which distribution is the result matrix C computed?
Exercise 3.8 The transposition of an n × n matrix A can be computed sequentially
as follows:
for (i=0; i<n; i++)
for (j=0; j<n; j++)
B[i][j] = A[j][i];
where the result is stored in B. Develop an SPMD program for performing a matrix
transposition for a distributed address space using the notation from Sect. 3.6. Consider both a row-blockwise and a checkerboard order distribution of A.
Exercise 3.9 The statement fork(m) creates m child threads T1 , . . . , Tm of the
calling thread T , see Sect. 3.3.6, p. 109. Assume a semantics that a child thread executes the same program code as its parent thread starting at the program statement
directly after the fork() statement and that a join() statement matches the last
unmatched fork() statement. Consider a shared memory program fragment:
fork(3);
fork(2);
join();
join();
Give the tree of threads created by this program fragment.
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Exercise 3.10 Two threads T0 and T1 access a shared variable in a critical section.
Let int flag[2] be an array with flag[i] = 1, if thread i wants to enter
the critical section. Consider the following approach for coordinating the access to
the critical section:
Thread T0

Thread T1

repeat {

repeat {

while (flag[1]) do no op();

while (flag[0]) do no op();

flag[0] = 1;

flag[1] = 1;

- - - critical section - - -;

- - - critical section - - -;

flag[0] = 0;

flag[1] = 0;

- - - uncritical section - - -;
until 0;

- - - uncritical section - - -;
until 0;

Does this approach guarantee mutual exclusion, if both threads are executed on
the same execution core? Explain your answer.
Exercise 3.11 Consider the following implementation of a lock mechanism:
int me;
int flag[2];
int lock() {
int other = 1 - me;
flag[me] = 1;
while (flag[other]) ; // wait
}
int unlock() {
flag[me] = 0;
}
Assume that two threads with ID 0 and 1 execute this piece of program to access
a data structure concurrently and that each thread has stored its ID in its local variable me. Does this implementation guarantee mutual exclusion when the functions
lock() and unlock() are used to protect critical sections? see Sect. 3.7.3. Can
this implementation lead to a deadlock? Explain your answer.
Exercise 3.12 Consider the following example for the use of an atomic block [112]:
bool flag A = false; bool flag B = false;
Thread 1
atomic {
while (!flag A) ;
flag B = true;
}
Why is this code incorrect?

Thread 2
atomic {
flag A = true ;
while (!flag B);
}

